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Abstract

Over recent years, multiple imaging approaches has been proposed to depict the hidden
inner structure of many different biological and non-biological systems in the form of 3D
volumes. As time progressed due to multiple technological advances, these methods have
become faster and more accessible, allowing in recent years the collection of time-resolved
volumes that form 4D datasets. With 4D capturing techniques, the hidden inner structure
of a system is collected repeatedly through time, allowing us to perceive not only its 3D
structure, but temporal changes of this structure. Nevertheless, despite the technological
advances in data collection there is still a major need for accurate, efficient and easy to
use methods for 3D and 4D data analysis.

One of the most difficult tasks associated with 3D or 4D studies is their semantic segmen-
tation. Unfortunately for such high-dimensional data, performing this task manually may
take many days of human work, or even months in the case of 4D data. Moreover for the
case of 4D data, there are other problems that make their semantic segmentation chal-
lenging. In particular, for time-series of micro X-ray Computed Tomograms (CTs), each
tomogram is often undersampled in terms of projections due to time restraints. Specif-
ically, in order to capture sufficient numbers of projections and perform the time-series
collection quickly in order to capture temporal phenomena, the time allocated for each
of its tomograms is low. Because of this only a limited amount of well-exposed projec-
tions can be collected. This sets an ill-posed reconstruction problem, and the resulting
tomogram’s reconstructions are low in signal-to-noise ratio. While computed tomography
challenges grew, a new branch of computer vision approaches using deep learning have de-
livered promising approaches that address both the the problem of a low signal-to-noise
ratio, and semantic segmentation. Inspired by these computed tomography challenges
and the considerable promise of deep learning approaches, this thesis will propose ap-
proaches that address denoising and semantic segmentation of time-series, undersampled
tomograms.

Initially, we propose a fast projection-upsampling method by upscaling a tomogram’s
sinograms using a deep learning-driven super-resolution approach. For our method works
to upsample undersampled tomograms in a time-series with the use of a representative
highly-sampled tomogram during training. These representative highly-sampled tomo-
grams are usually collected either at the beginning or the end of a time-series, where their
collection is not detrimental to the collection of the time-series. These tomograms are
collected for spatial reference, providing essential spatial information for the restoration
of the undersampled tomograms in our approach described here. Our method, named
UDNN, designed to compete against analytical interpolation techniques with fast infer-
ence times is able to outperform them both on real-world and synthetic data.

Furthermore, we propose a second network for denoising and semantic segmentation of the
undersampled tomograms’ reconstructions using again the representative highly-sampled
tomograms. Our proposed DenseUSeg approach expands upon Bui et al.’s DenseSeg ar-
chitecture with a U-Net inspired decoder. Additionally, our proposed Stacked-DenseUSeg
approach, by the stacking of two of our DenseUSegs, is able to produce both a denoising
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and a segmentation output in an end-to-end fashion. Through this process, the denoising
output can be utilised to offer more accurate segmentation. Both our methods are able to
outperform other state-of-the-art deep learning approaches for volume segmentation, with
our Stacked-DenseUSeg achieving the highest accuracy of all. They are also compared
against the earlier state-of-the-art methods for the task of denoising. While the earlier
state-of-the-art methods are designed for segmentation, we decided to test our proposed
networks against them also for the task of denoising since state-of-the-art tomogram de-
noising methods primarily employ less sophisticated CNN architectures and comparison
against them would not be fair. In our experiments, DenseUSeg performs either better or
equal against them for the task of denoising, and while Stacked-DenseUSeg is only slightly
less accurate than DenseUSeg, the visual quality of its denoised outputs is noteworthy
compared to the state-of-the-art methods solely trained for denoising.

To help handle the scarcity of real-world annotated data, we propose a novel use of
knowledge transfer using parameter initialisation with networks pretrained on synthetic
tomograms. During experiments it is discovered that with the use of pretrained nets on
realistically constructed synthetic tomograms, it is possible improve Stacked-DenseUSeg
segmentation accuracy and at the same time reduce the amount of real-world annotated
data needed. Moreover, due to the use of less real-world data, it possible for the training
to require less time.

Finally, having addressed the semantic segmentation of undersampled tomograms in a
time-series, the temporal dimension remains though underutilised. This because our
proposed Stacked-DenseUSeg provides segmentation predictions for each tomogram in a
time-series independently though time. For this reason we propose a novel use of hidden
Markov models for the refinement of tomogram’s segmentation using temporal informa-
tion. Namely, we propose our HMM-T, that use temporal information from temporally
adjacent segmentations of tomograms and our HMM-TC, which also utilises confidence
(probabilities) from these segmentations as produced by the network that generated them
(Stacked-DenseUSeg). During experiments our HMM-T improved the accuracy of the to-
mogram segmentation both qualitatively and quantitatively. On the other hand, our
HMM-TC demonstrated only qualitative and visual improvements, which in specific ar-
eas are even better that the ones of HMM-T. Because of that we speculate that with a
more precise fine-tuning of its parameters it may even possible to surpass HMM-T.

The combination of these methods enables the processing of significant quantities of time-
series of undersampled tomograms collected at Diamond Light Source. The aim of this
work is to enable researchers who use time-series of undersampled CT collections (4D
datasets) to quickly and easily extract useful information from the torrent of 4D data
that is routinely collected in synchrotron locations.
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Chapter 1

Introduction

Over the recent decades, multiple imaging approaches has been proposed in order to depict

the hidden inner structure of many di�erent biological and non-biological systems in the

form of 3D volumes. X-ray computed tomography (CT) [1], Magnetic Resonance Imaging

(MRI) [2, 3] and Electron Microscopy (EM) [4, 5] are some of the methods that have been

used by researchers and industrial users, in order to collect 3D information. At the same

time, due to multiple technological advances, these methods have become progressively

more accessible, allowing in recent years the collection of time-resolved volumes, that

form 4D datasets. With 4D imaging techniques, the hidden inner structure of a system

is collected repeatedly through time, allowing the researcher to perceive not only its 3D

structure but also how this structure is modi�ed through time, during an experiment for

example.

Nevertheless, despite the advance of technology in the area of data collection there is still

a major need for accurate, e�cient and easy to use methods for 3D and 4D data analysis.

Namely, one of the most di�cult tasks associated with almost all 3D or 4D studies is the

semantic segmentation of the resulting datasets, which if done manually requires many

days of human work, or even months in the case of 4D data. This process is often the

starting point for many of the analysis methods which are then of scienti�c relevance,

such as object counting, or connectivity analysis. Moreover, 4D studies may su�er from

additional issues that a�ect the quality of data, due to the less than optimal collection of

volumes within the limited time-span over which several temporal phenomena occur. In

particular, for the collection of time-series of micro X-ray CTs, the earlier limited time-
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span means the time allocated for the collection of each of the time-series' tomograms

is small, resulting in a signi�cantly reduced Signal-to-Noise Ratio (SNR) of tomograms'

reconstructions. As it is further discussed in chapter 3, tomograms of such a time-series

have to be collected with a necessarily limited number of su�ciently-exposed projections,

making their accurate reconstruction di�cult and reducing their SNR.

While in recent years computed tomography challenges grew, a new branch of computer

vision, deep learning [6], has matured, and may be able to address these challenges. Over

the last few years promising semantic segmentation approaches [7, 8, 9, 10, 11] have been

proposed for volume segmentation, as well as denoising approaches [12, 13, 14, 15, 16, 17]

for the improvement of visual quality in volumes. Deep learning approaches achieve this

denoising or segmentation by learning an end-to-end mapping between input volumes and

the annotations (for semantic segmentation) or high quality data (for denoising). This

mapping can later be applied to automatically segment or denoise new volumes. The

success of the typical deep learning approaches is highly correlated with amount of data

used during training, as well as the quality of that data. For this reason, despite their great

performance and accuracy, their adoption is slow in areas such as computed tomography.

This is because collected data can vary greatly from study to study, resulting in a very

small amount of annotated data, while also in some cases collection challenges may reduce

the data quality.

The idea behind deep learning and machine learning in general, is that researchers do

not have to precisely design an algorithm and set multiple of carefully predetermined

operations and parameters in order to attain the desirable output. Instead, they must

construct a network with an intelligent design, which can \learn" how to process input

in a certain manner. Speci�cally, the deep learning network \learns" how to perform a

task, by �ne-tuning its large number of parameters using multiple valid pairs of inputs

and outputs (a training set). Usually, the parameters are initially selected randomly and

its �rst predictions have no similarity to the expected output.

Nevertheless, the error between the network's predictions and the expected outputs is

calculated using a prede�ned loss function. Then using a stochastic gradient descent
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approach the parameters are iteratively updated. After multiple iterations of the earlier

training process, the estimated error decreases and it eventually converges to a local

minima in the high-dimensional parameter space. It is at this moment, that the network

can be tested on new and independent data, in order to evaluate its accuracy. Naturally,

since deep learning networks are supervised with the use of multiple examples (pairs),

additional care has to be applied to ensure the annotated data is a representative subset

of the entire data that network is trained to process.

Furthermore, the networks' architecture has a pivotal role towards the eventual success

of deep learning methods. However, regardless of the networks' �nal architecture, those

that are designed to process images, volumes or other data that encapsulate spatial infor-

mation are usually processed by Convolutional Neural Networks (CNNs) [18, 19]. These

networks derive their name from their constituent convolutional layers, which are image

(or volume) �lters with trainable kernels. The principal behind these is that for each

output imaging element (pixels, voxels, etc.) the same parameters are used (stored in the

kernels), where the input is the imaging element from the input in the same location as

the output imaging element and its neighbouring imaging elements in the input. This is

di�erent to traditional multi-perceptron layers [20], where each output value is calculated

using all the input imaging elements and a set of di�erent parameters for each output

value. This locality o�ers, an obvious reduction in the number of parameters (since each

output shares the same parameters using a di�erent input each time), and also the prop-

erty of translational invariance to the convolutional neural layers. This means that a

convolutional neural network using patch of input imaging elements would generate the

same output irregardless of where this patch is located in the overall input imaging sys-

tem (image, volume, etc.). Based on this principal, deep approaches are able to o�er

outputs with the same size (in regards to the pixel or voxel resolution) as their inputs,

allowing the to solve various Computer Vision problems, including denoising and semantic

segmentation.
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1.1 Motivation, aims and objectives

Inspired by the earlier mentioned challenges of time-resolved tomography and the po-

tential advantages of deep learning approaches, this thesis will present novel approaches

designed to denoise and semantically segment time-series of undersampled tomograms in

a time-sensible manner given the large amount data associated with them. The main mo-

tivation behind the development of new approaches is the scarcity of methods designed

to be applied on this data format (4D datasets comprised by low SNR volumes since the

tomograms are undersampled), where at the same time the amount of annotated data is

minimal. The existence of small amount of annotated data, is particularly true for studies

in biology and material science which utilise time-series of undersampled tomograms to

study di�erent physical experiment and where only a few time-series are collected per

physical experiment. Since the time-series of undersampled tomograms can di�er signi�-

cantly for di�erent physical experiments, it is not possible to construct a diverse enough

training set of data in order to develop approaches that are universally accurate on any

time-series regardless of the physical experiment that they depict. Additionally, new

physical experiments may be studied in the future, where approaches already trained on

older data may not be accurate. Therefore, researchers have to create manual annotations

for every time-series that depicts a new physical experiment. Due to the large time re-

quirement in order create multiple manual annotations for every time-series that depicts

di�erent physical experiment, manual annotations are very scarce. Because of this, any

new approach is necessary to work using potentially a small amount of annotated data

and while also having fast training and inference times.

On the other hand, it is indeed useful to develop approaches that relay on training with

annotated data, especially for the use-case of time-series of undersampled tomograms,

since after the training period they will be able to automatically denoise or segment

large quantities of data. Their advantage over approaches that do not use annotated

data, is that they do not require an expert user in order to modify them for time-series

regarding di�erent physical experiments. Instead researchers who are expert in biology

and material science, can perform the feasible for them task of manual annotation and
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create multiple trained approaches that can be applied on time-series of di�erent physical

experiments. Based on these challenges, for the denoising and segmentation of time-series

of undersampled tomograms it is advantageous to use methods that can be trained with

small amount of annotated data, can easily be applied on new data without the need for

additional changes in their design apart from retraining, and their training and inference

times are relatively fast. Especially, the fast training and inference is important since

there is a large amount of data that has to be processed (multiple large tomograms in

each time-series) and any reduction in the time requirements may facilitate the further

utilisation of time-series of tomograms in biology and material science studies. Thusly,

the development of methods based on the above conditions, may potentially permit more

research on dynamic systems in biology and material science, which is prohibiting at the

moment due to the large time costs of manual annotation.

Motivated by this we aimed to develop novel approaches that:

1. Increase the SNR of the reconstructions of time-series of undersampled tomograms.

2. Semantically segment the reconstructions of time-series of undersampled tomo-

grams.

3. O�er time advantages either regarding the increase of the reconstructions' SNR or

their semantic segmentation.

4. Be accurate using a small amount of annotated data, which is relevant for the

task of semantic segmentation of the reconstructions of time-series of undersampled

tomograms.

As mentioned in order to perform the above objectives, the proposed methods will utilise

training on annotated data. An ally to this task is the existence of highly-sampled rep-

resentative tomograms commonly captured before, after or either before and after the

collection of each time-series. These tomograms and their respective high SNR recon-

structions can provide su�cient training data for the development of approaches that

can be used to increase the SNR of the reconstructions of the time-series' tomograms.

Additionally, their high SNR reconstructions can allow the creation of spatially accurate

semantic annotations that can be used in order to automatically segment the reconstruc-
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tions of the time-series' tomograms. Based on this fact, our proposed approaches heavily

relay on the utilisation of these highly-sampled tomograms. In the next Section we will

provide an overview of this thesis and present ways with which our approaches perform

the aforementioned objectives.

1.2 Thesis overview

Chapter 2: Literature review

[h!]
Starting with a review of the literature, we

present methods proposed over the recent

decades for the tasks of super-resolution

and semantic segmentation, with a special focus on deep learning approaches. Through-

out this chapter, multiple approaches are presented and described along with how they

in
uenced the development of our proposed approaches. Additionally, we describe their

innate limitations regarding their application for the use-case of denoising and semantic

segmentation of time-series of undersampled tomograms. Finally, we also present the

methodology regarding the acquisition of X-ray CTs and how they are reconstructed.

Chapter 3: Time-resolved undersampled X-ray CTs

[h!]
In this chapter, we present the informa-

tion regarding the time-resolved micro X-

ray CT datasets used throughout this the-

sis. The collection of the tomograms' pro-

jections is described as well as their sino-

gram space. The data collection challenges

of time-series are also described, with the

largest of these being the projection under-

sampling due to temporal constraints. Ad-

ditionally, we provide information regarding the synthetic tomograms created and used
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in this thesis.

Chapter 4: UDNN: A CNN network for fast upsampling of X-ray
CT time-series

In this chapter we present our proposed

UDNN deep learning approach for fast

upsampling of undersampled tomograms.

Our approach using representative highly-

sampled tomograms is able to learn a mapping between low pixel resolution and high pixel

resolution sinograms, essentially performing super-resolution. By upscaling the sinograms

the tomograms' projections are upsampled, which leads to high SNR reconstructions. Our

approach is test both on real-world and synthetic tomograms and against analytical inter-

polation approaches [21, 22]. Our objective for UDNN is to be faster for the use-case of

time-series of undersampled tomograms than other state-of-the-art sinogram interpolation

techniques and potentially more or equally accurate to them.

Chapter 5: Denoising and segmentation networks of low SNR
reconstructions of undersampled tomograms

This chapter presents of our 2 proposed

deep learning networks, DenseUSeg and

Stacked-DenseUSeg for denoising and se-

mantic segmentation of undersampled tomograms reconstructions present in time-series

of tomograms. Similar to UDNN for training, a representative highly-sampled tomograms

for the time-series is used, which can provides both high quality denoising and segmen-

tation ground truths. For DenseUSeg our objective is to design a network which is more

accurate than other 3D state-of-the-art segmentation networks. For Stacked-DenseUSeg,

our goal is design a network that can o�er an end-to-end fashion both a denoising and

segmentation output for the component tomograms of a time-series. By performing this

Stacked-DenseUSeg has a time advantage since both outputs are obtained simultaneously

and the segmentation output can potentially be more accurate by internally utilising the
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denoising output.

Chapter 6: Denoising and segmentation knowledge transfer via
the use of synthetically generated tomograms

This chapter presents our proposed knowl-

edge transfer scheme for Stacked-DenseU-

Seg using parameter initialisation with net-

works pre-trained on synthetic tomograms.

For our knowledge transfer scheme, we use synthetic tomograms created by the Tomo-

Phantom software [23]. Our knowledge transfer scheme's objective is to lead to the cre-

ation of more accurate semantic segmentation networks which also require less real-world

manually annotated data. Furthermore, the need for less manually annotated data leads

to time advantages since the user has to spend less time performing the time-consuming

process of annotation.

Chapter 7: Temporal re�nement of semantic segmentations in
4D datasets using hidden Markov models

This chapter presents two novel hidden

Markov models, HMM-T and HMM-TC,

for the re�nement of semantic segmenta-

tions produced by our Stacked-DenseU-

Seg in individual component tomograms

of time-series. The objective our hidden

Markov models is to improve the segmen-

tation accuracy of the overall time-series

segmentations, by removing any temporal inconsistencies that can be attributed to mis-

classi�cation by Stacked-DenseUSeg due to noise. Our models allow the utilisation of

the temporal information in the time-series using an approach that does not require 4D

manual annotations.
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Chapter 8: Conclusions and future work

In the �nal chapter of this thesis we summarise the results and conclusions inferred by the

previous chapters. Furthermore, we summarise the limitations associated with each our

proposed approaches. Lastly, we propose future research ideas, for each of our proposed

approaches and how they may be further be improved in the future.

1.3 Contributions

The contributions presented in this thesis are both publications and open source software.

Below we present conference and journal publications and pending publications.

Chapter 4 , will present our Upscale Deep Neural Network (UDNN) that is proposed in

our publication with the title, \A convolutional neural network for fast upsampling of

undersampled tomograms in X-ray CT time-series using a representative highly sampled

tomogram" [24] in the Journal of Synchrotron Radiation. For our approach open source

software [25] is available.

The main contribution of our UDNN approach is the SNR increase of the reconstructions

in time-series of undersampled tomograms with accuracy comparable to other state-of-

the-art sinogram interpolation techniques, with however faster execution times for the use-

case of time-series of tomograms. Our approach is tested both on real-world and synthetic

data. Due to its fastest execution times it may be preferable for use on time-series with

numerous tomograms, since its most time demanding component is the UDNN's training

which has to be performed only once before the inference-upscaling of all tomograms'

sinograms in the time-series. Additionally, since our approach is trained using highly-

sampled reference tomograms it is designed with the ability to handle temporal artifacts

present in the sinograms of the tomograms (see Figure 3.5 Marker 1) that are associated

with fast temporal events that occur during the capture of the undersampled tomograms.

Chapter 5 , will present our DenseUSeg and Stacked-DenseUSeg network architectures.

Our approaches were presented in theWorkshop on Visual Arti�cial Intelligence and

Entrepreneurship (VAEI) in the British Machine Vision Conference 2019 (BMVC 2019)
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[26] and are also proposed in our publication with title \A Stacked Dense Denoising-Seg-

mentation Network for undersampled tomograms and knowledge transfer using synthetic

tomograms" in the Journal of Machine Vision and Applications[27]. For our approaches

open source software [28] is available.

DenseUSeg's main contribution is that it can semantically segment the time-series' recon-

structions with better accuracy than other state-of-the art 3D segmentation convolutional

networks. Furthermore, our Stacked-DenseUSeg approach can o�er additional segmen-

tation accuracy. Stacked-DenseUSeg achieves this by creating a secondary output which

is a denoised version of the time-series' 3D reconstructions. This secondary output is

calculated in an end-to-end fashion along with the network's semantic segmentations and

it may be used for visualisation purposes or potential further analysis.

Chapter 6 , will present our knowledge transfer scheme proposed for our Stacked-Dense-

USeg network. Our knowledge transfer scheme is also presented in our publication with

title \A Stacked Dense Denoising-Segmentation Network for undersampled tomograms

and knowledge transfer using synthetic tomograms" in theJournal of Machine Vision

and Applications [27]. For our approaches open source software [28] is available.

Our knowledge transfer scheme main contribution is that it can potentially allow the fast

training of our Stacked-DenseUSeg approach without sacri�ces in the overall accuracy,

using also less manually annotated data. Namely, this is achieved by training on synthetic

tomograms and using the resulting nets for parameter initialisation of networks trained

on real-world data. Furthermore, the reported accuracy is higher than the one reported

with a Stacked-DenseUSeg network which is randomly initialised and trained with a fully

annotated highly-sampled tomogram. The temporal advantage of our knowledge transfer

scheme is because accurate Stacked-DenseUSeg networks trained on real-world data can

be obtained with less annotated data, and thusly the user can spend less time performing

the time-consuming task of manual annotation.

Chapter 7 , will present our hidden Markov models HMM-T and HMM-TC, proposed in

our publication with title \Temporal re�nement of 3D CNN semantic segmentations on

4D time-series of undersampled tomograms using hidden Markov models" that is under
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revision for Nature's Scienti�c Reports [29]. For our hidden Markov models open source

software [28] is available.

The main contribution of our proposed hidden Markov models is that are designed to re-

solve temporal inconsistencies present in the segmentations of time-series' reconstructions,

since those are obtained by trained Stacked-DenseUSeg that is applied on the time-series'

reconstructions independently through time. Our hidden Markov models are designed

in order to utilise the inter-tomogram information present the time-series, for the case

of 3D segmentation networks applied on 4D (3D+time) data. Our models allow the re-

moval of temporal inconsistencies due to misclassi�cation by the network, but permitting

physically viable temporal changes to manifest in the segmentations of the time-series's

tomograms. By performing this operation, it allows for 3D segmentation networks to be

used on 4D data, which is especially useful in cases where there is absence of annotated

4D data, which prohibits the development of 4D segmentation networks.

1.4 Summary

In this introductory chapter, chapter we described and elaborated on this thesis' mo-

tivations, aims and objectives. In summary, the segmentation of time-resolved X-ray

tomography is associated with many challenges such as large quantities of data due to

their high-dimensionality, undersampled tomograms with low SNR after their reconstruc-

tion and scarcity of semantic annotations. These challenges along with the scarcity of

proposed methods for the denoising and semantic segmentation of X-ray CT time-series,

motivated us to develop novel approaches towards this goal. The methods proposed in

this thesis aims to denoise and segment the undersampled tomogram of X-ray CT time-

series in a time-sensible manner given the large amount data associated with them. To

address these challenges, our proposed approaches utilise many of recently proposed deep

learning [6] techniques which have been introduced in order to resolve many problems of

computer vision.

In particular, chapter 4, will present our proposed Upscale Deep Neural Network (UDNN),

that is designed to upscale the sinograms of the constituent undersampled tomograms
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in a time-series. This indirectly leads in the tomograms' upsampling in terms of their

projections, and naturally in the high SNR of their reconstructions. As it was described

earlier, our approach is faster than state-the-of-art sinogram interpolation techniques

for the use-case of time-series with numerous tomograms. Additionally, it o�ers high

upscaling accuracy that it is comparable to them.

In chapter 5, we present our DenseUSeg and Stacked-DenseUSeg network architectures

aimed to denoise and semantically segment undersampled tomogram reconstructions in

X-ray CT time-series. Namely, our proposed Stacked-DenseUSeg architecture is able to

perform denoising and semantic segmentation in an end-to-end fashion, which allows it to

achieve a high segmentation accuracy by utilising a denoised version of the input, which

it also outputs.

Later in chapter 6, our proposed knowledge transfer scheme for Stacked-DenseUSeg is pre-

sented. The knowledge transfer scheme involves the utilisation of synthetic tomograms

in order to create pretrained version of Stacked-DenseUSeg. Then using these pretrained

versions for parameter initialisation, it allows the faster training/�ne-tuning of our Sta-

cked-DenseUSeg with real-world data without sacri�ces in the overall obtained accuracy,

using manually annotated data at the same time less.

Finally in chapter 7, we present our proposed hidden Markov models HMM-T and HMM-

TC. Our hidden Markov models are designed to resolve temporal inconsistencies present

in the segmentations of time-series' reconstructions since those are obtained by trained

Stacked-DenseUSeg that are applied on the time-series' reconstructions independently

through time.

In the next chapter, we will explore di�erent approaches proposed for super-resolution,

denoising and segmentation of images, volumes and other high-dimensional data.



Chapter 2

Literature review

Arguably the most common way in which people process information is by visualising it.

By employing vision as our primary sense, the use of images and other visual elements is

one of the most innate ways with which people understand the world. Imagery encom-

passes almost all aspects of our lives, ranging from art and entertainment and extending

all the way to industry and science, where it is used to understand complex real-world

systems. The use of images plays a pivotal role in multiple research �elds. Ranging from

medicine, pharmacology, chemistry, biology, physics, geology, material science, mechani-

cal engineering and even sports, the collection and later processing of visual information

is frequently a key component in the making of new discoveries.

These image processes steps on the abstract level are usually easy to convey even to people

who are unfamiliar with the relative science, however there is an underlying di�culty

in their execution. With tasks extending, from object recognition, classi�cation and

segmentation to image reconstruction, restoration and general image manipulation, while

what their aim on the abstract level can be explained easily, i.e. �nd what pixels in an

image depict an object (segmentation), or what an image displays (classi�cation), it is

their execution that becomes fairly complicated very rapidly. This can be attributed to the

fact that humans usually neglect the signi�cant role of their brain regarding their vision.

As research indicates [30], human brains are responsible for the majority of the visual

information we perceive, which is handled by a large number of neurons that equates to

hardware with an extensive size of computational power.

13



14

For this reason, research and development of new image processing and analysis algo-

rithms is complex, and an ongoing �eld of study. Over the last decades, improvements

in technology and the discovery of novel learning-type approaches has allowed multiple

previously impossible tasks to become part of our every-day lives. Face identi�cation for

security, augmented reality �lters used in social media that intelligibly post-process hu-

man faces in real-time video (i.e. aging or de-aging �lters), cancer detection in Magnetic

Resonance Imaging [2, 3] datasets (MRIs), safer cars that operate semi-autonomously are

some of the latest achievements that research on image processing algorithms has o�ered

and it is expected that more will be possible in the future.

While plenty of new approaches have been emerged over the recent years, two visual pro-

cessing tasks remain open for further improvement, super-resolution quality improvement,

and semantic segmentation. The task of super-resolution involves the increase of the Sig-

nal-to-Noise Ratio (SNR) in imaging systems which is sometimes accompanied with an

increase in the resolution of the imaging systems, in the words an increase in the number

of imaging elements (i.e. pixels, voxels, toxels, etc.). Super-resolution is usually used in

multimedia upscaling of �lms, video games, etc. and also numerous �elds of study like

biology, plant sciences, medicine and others, for the visual improvement of the collected

data. Furthermore, the task of semantic segmentation is a very signi�cant task in afore-

mentioned research areas, where by segmenting interesting subregions in it is possible to

obtain quantitative and qualitative information that can lead to new discoveries.

The following Sections, will present an overview of super-resolution and semantic segmen-

tation over recent years, with emphasis on the latest deep learning approaches developed

for both tasks. This is because the main goal of this thesis is to work towards improving

the visual quality of the reconstructions of undersampled tomograms (more in Section 2.3)

by increasing the resolution of their sinograms (method presented in chapter 4, more about

sinograms in Section 2.3.2) and by increasing the SNR of their reconstructions (methods

presented in chapters 5 and 6). Additionally, this thesis works towards the semantic

segmentation of the earlier-described undersampled tomogram reconstructions (methods

presented in chapters chapters 5 and 6), which are usually component tomograms of time-
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series of tomograms.

The next Section 2.1 will provide an overview on super-resolution approached and in

Section 2.2 an overview on Semantic Segmentation.

2.1 Super-resolution

The subject of super-resolution (SR), speci�cally the act of increasing the resolution (pixel

count) of an image or its �delity, has been explored by researchers over the last decades

with the use a variety of techniques like Neighbour Embedding [31], Sparse Coding [32] and

recently deep learning [33]. In general, SR algorithms can be divided into four categories.

Namely, there are algorithms that use:

1. Frequency-domain-based methods

2. Interpolation-based methods

3. Regularisation-based methods

4. Learning-based methods

The methods that belong in the �rst three categories typically, utilise multiple low-res-

olution (LR) (in pixel count) images in order to compose a single high-resolution (HR)

output image. On the other hand, learning-based methods also namedexample-based

methods, utilise a training dataset with multiple LR-HR pairs in order to learning a map-

ping between LR and HR images. Due to their ability, to train for the upscaling of images

that have similar imaging characteristics (street images, medical images, images of natu-

ral, etc.) they are able to be exceptionally accurate and most state-of-the-art algorithms

[33, 34, 35, 36] belong to this category.

2.1.1 Frequency-domain-based SR methods

Initially, introduced by Tsai and Huang [37] frequency-domain-based methods attempt

to perform computations in the frequency domain of the LR images in order to increase

HR outputs. In particular, Tsai and Huang [37] use the Discrete Fourier Transform

(DFT), in order to obtain the aliased DFT coe�cients of many noise-free LR input image
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regarding the same scenery. Then using their proposed relationship between the aliased

DFT coe�cients and the Continuous Fourier Transform (CFT) coe�cients of theoretical

HR image of the same scenery, they are able to construct a HR output image transforming

CTF coe�cients back to the spatial domain. Later, this approach was extended by

Kim et al. [38] for LR images that are blurry and contain noise. This is achieved by

utilising a weighted least squares formulation. In case though, their approach assumes

that the blurring e�ect in the LR images is the same and that they have similar noise

characteristics. To account for this fact Kim and Su [39] use the Tikhonov regularisation

method [40] for the solution of ill-posed problem created by considering each input LR

created by a di�erent blur e�ect. In order to further reduce memory requirements and

computational times Rhee and Kang [41] proposed the use of Discrete Cosine Tranform

(DCT) [42] instead of DFT. Furthermore, methods have been proposed that attempt to

estimate �ner-scale subband wavelet coe�cients, resulting in a HR output image after

the application of the inverse wavelet transform. in particular, Nguyen and Milanfar [43]

proposed a wavelet-based interpolation approach that uses multiple LR images. Later El-

Khamy et al.[44, 45] proposed a method that initially performs a registration of multiple

LR images, restores their degradation, fuses their wavelet coe�cients in order to produce

a single image, which after interpolation generates the �nal HR output image. Ji and

Ferm•uller [46, 47] proposed a more robust approach for wavelet transform in order to

address errors during the registration and blur identi�cation in the LR images. Lastly,

Chappalli and Bose [48] investigate the optimal wavelet coe�cient thresholding level in

order to reduce the spatial domain noise present in wavelet-based SR approaches, but

without severely increasing the blurring of the output HR image.

Frequency-domain-based methods have also been applied for the task of sinogram denois-

ing (more regarding sinograms in Section 2.3.2). Sinograms in undersampled tomograms

(undersampled in regards to their projections), have very few numbers of pixel-rows, since

their number of pixel-rows is the same with the number of projections collected for re-

spective tomogram. For this reason, sinograms of undersampled tomograms can be view

as LR images that have low-resolution in regards to only one of their axis, since they
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have a limited number of pixel-rows. During the collection of a CT scan, a sinogram is

collected for every height position of the sample. By using all sinograms a reconstruction

algorithm can create the 3D reconstruction of a sample and when sinograms with high

number of pixel-rows are used, the �nal reconstruction has high SNR. Since only a single

sinogram is collected for every height position of the sample, SR approaches that require

multiple LR images regarding the same scenery can not be utilised in order to upscale

the sinograms (increase their number of pixel-rows) and therefore upsample the number

of projections of the respective tomogram. For this reason, the implementation of both

the upscaling and denoising subtasks involved with SR can not easily be performed and

therefore typically only sinogram denoising approaches are proposed. Jiaoet al. [49] have

proposed the use of stationary wavelet transform combined with a Bayesian estimation in

order to reduce noise in undersampled tomograms. Additionally, approaches have been

proposed [50, 51] that combine use of wavelet transform and MAP estimation in order to

denoise sinograms of low-dose tomograms. However, as shown by Mehranianet al. [52],

better denoising and/or de-artifact results can be obtained by working on the frequency-

domain using a wavelet transform and also using a learning-based technique like sparse

regularisation that utilises prior images. This is because a single LR sinogram as input

can not o�er su�cient information for the task of sinogram upscaling.

On the other hand, frequency-domain-based methods have been proposed to directly de-

noise and in general increase the SNR of undersampled tomogram reconstructions with-

out applying sinogram upscaling. As it is explained in Section 2.3, reconstructions of

undersampled tomogram have low SNR, as a result of the ill-posed reconstruction prob-

lem caused by the small number of projections. These reconstructions, typically have a

large pixel-count and therefore usually the SR approaches applied to them attempt to

increase the SNR of the reconstructions via denoising and/or the removal of imaging arti-

facts caused by the reconstruction algorithms when applied on undersampled tomograms.

Chaudhari et al. [53] have proposed a frequency-domain-based denoising approach where

di�erent wavelets are used in order to decompose the reconstructions, denoise them in the

frequency-domain and then perform the inverse wavelet transform. Borsdorfet al. [54]
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have proposed to the creation of two reconstructions where one is created by odd num-

bered projections and another from even numbered projections. The resulting two low

SNR reconstructions display the same spatial information, but they di�er in respect to

the noise. Then by detecting correlations in their wavelet coe�cients the ones with small

correlation can be suppressed and the ones with high correlation can be enhanced. The

�nal reconstruction is created by averaging the weighted wavelet coe�cients and per-

forming the inverse wavelet transformation. Furthermore, Ghadrdanet al. [55] similar to

Mehranian et al. [52] have proposed the combined use of wavelet transform and sparse

regularisation in order to denoise the tomogram reconstructions directly.

There is a number of advantages regarding frequency-domain-based methods. Firstly,

most of them are are theoretically simple and intuitive, working to introduce �ner spa-

tial details by predicting and introducing high-frequency information. Additionally, they

can occasionally be easily parallelisable thus reducing hardware complexity. Nevertheless,

frequency-domain-based methods when used exclusively are usually un�t for real-world

applications, since they require the existence of global translation between the LR input

images and to also have linear space invariant blur. In regards to the tasks of sinogram up-

scaling and CT reconstruction denoising, frequency-domain-based approaches have been

proposed in conjunction with learning-based techniques like sparse regularisation. How-

ever, these approaches have considerably high training and inference times caused by

performing the wavelet and inverse wavelet transformation for each input both during

training and inference. Since we aim to develop fast approaches that can be implemented

on multiple tomograms that are part of time-series, we focused more on creating fast and

accurate state-of-the-art learning-based methods for sinogram upscaling and CT recon-

struction denoising via the use of deep convolutional neural networks.

2.1.2 Interpolation-based SR methods

Interpolation-based methods use the most intuitive framework towards the estimation of

a HR image through multiple LR images that refer to the same scenery. There are three

steps typical present in interpolation-based methods. Firstly, the input LR images are
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registered-aligned in order to negate any relative motion between them. Secondly, an

interpolation step is performed that uses the pixel intensities of the LR images as data-

points. This step then attempts via interpolation to estimate more densely spaced data-

points that correspond to the pixels of the HR output. Finally, an image restoration

step is performed in order to deblur and denoise the HR image made in the previous

step. While the interpolation step can be performed using simple algorithms like nearest

neighbour, bilinear interpolation, bicubic interpolation, etc. usually the increase of spatial

detail that they o�er is very small and a number of more sophisticated interpolation-based

approaches has been proposed.

Ur and Gross [56] propose a nonuniform interpolation approach that uses multiple spa-

tially shifted LR images and utilises Papoulis [57] and Brown [58] generalised multi-

channel sampling theorem. The advantage of their approach is that it is suitable for real-

world applications due to its low computational cost, however the reconstructed HR im-

ages are not always certainly optimal since errors in the interpolation are not taken into

account. Bose and Ahuja [59] employ the Moving Least Squares (MLS) method [60] in

order to estimate pixel values for each pixel of the HR output image. For each pixel of the

output, a di�erent neighborhood is considered that contains the neighboring pixels of the

registered LR input images. The estimation of each pixel value in the output HR image

is performed via a polynomial approximation using the corresponding LR neighboring

pixels. The order and the coe�cients of the polynomial approximation is determined

adaptively and it is di�erent for each pixel of the HR output. Komatsu et al. [61] also

proposed the use of the Landweber algorithm [62] regarding the reconstruction of the HR

image from multiple LR images captured simultaneously by di�erent cameras. As they

point out, the use of multiple cameras that operate with the same aperture limits the

possible camera con�guration arrangements. For this reason, they later proposed the use

[63] of di�erent apertures per camera. The Landweber algorithm is also utilised by Shah

and Zakhor [64] regarding the colour enchantment in videos. They also proposed the

use of multiple candidate vectors for motion estimation of each pixel of the frames which

uses both colour and luminance information in order to estimate them. Alamet al. [65]
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proposed a method for SR and registration of infrared images in real-time. Registration

is performed using a gradient-based algorithm and the interpolation is performed using a

weighted nearest neighbour method.

Regarding the tasks for sinogram upscaling and CT reconstruction denoising, interpola-

tion-based approaches have been proposed for the former but not for the latter. This

is because interpolation-based focus on accurately increasing the pixel-count/resolution

that results to high SNR outputs, but the denoising of CT reconstruction does not require

any increase of the pixel-count/resolution. K•ostleret al. [66] proposed an interpolation-

based approach for sinogram upscaling by utilising optical 
ow [67] information along with

nonlinear and anisotropic di�usion-based regularisers in order to accurately interpolate

the sinusoidal traces present in the sinograms. Constantino and Ozanyan [68] propose a

Hough transform [69] based approach in order to detect the sinusoidal traces present in

the sinograms which aids to their accurate upscaling via interpolation. Bertramet al. [22]

propose a directional interpolation technique where local orientation information is cal-

culated in order to perform weighted interpolation of sinograms. Later Zhanget al. [70],

further improved their approach in order to accurately interpolate sinusoidal traces with

orientations that can not easily be detected based on a local neighborhood especially in

very undersampled tomograms. Moreover, Liet al. [71] have also proposed a sinogram

interpolation approach where for each interpolated pixel in the sinograms a local family

of S-curves is estimated. Them combined with use of eigenvector-guided interpolation

allows for the calculation of the output pixel intensities.

Overall, the bene�ts of the interpolation-based methods is that they are simple, fast and

they can be easily be used for real-time applications. However, in general they are able

to account for limited degradation e�ects, mainly for noise and blur which is similar

amongst all input LR images. Furthermore, they may lead to non-optimal solutions, in

cases where during the removal of degradation, the additional error introduced due to the

interpolation step is not taken into account. Regarding the task of sinogram upscaling,

interpolation methods are easy to implement and fast, but their accuracy is limited due

to the presence of Poisson noise in the CT sinograms and other imaging artifacts (like
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temporal artifacts, see Figure 3.5 Marker 1). For this reason and due to the existence of

highly-sampled reference tomograms that can be used in order to train accurate and fast

learning-based methods, our proposed approaches did not attempt to resolve the task of

sinogram upscaling via an interpolation-based technique.

2.1.3 Regularisation-based SR methods

A di�erent way to perform SR using multiple input LR images is to use a model that

formulates the relationship between LR and HR images. Using the available input LR

images, an ill-posed inverse problem can be created. The ill-posed status of the problem

is due to the small number of available LR images and the unknown unblur operators

that have to be applied to each LR image. Solutions to such ill-posed problems can be

estimated using regularisation and so the respective SR methods are regularisation-based

approaches. Regularisation-based methods typical attempt solve the inverse ill-posed

problem either with a deterministic approach that utilises a priori knowledge regarding

the relationship of the LR-HR images or with a stochastic/bayesian approach when the a

posteriori probability density function (PDF) of the output HR image can be established

based on the input LR images.

Regarding deterministic regularisation-based methods, Honget al. [72, 73] proposed a

multi-input stabilizing convex functional, which is created by the summation of multiple

functionals for every LR input. Their multi-input stabilizing convex functional is used

for the estimation of regularisation parameter, which regulates the tradeo� between the

�delity of the HR output image and its smoothness at each iteration step of their regu-

larisation algorithm. Later Kang [74], proposed a multi-input functional again created by

the summation of multiple functionals for every LR input which are though determined

by within-input and cross-input information. Hardie et al. [75] in their approach incor-

porate knowledge regarding the optical system that is used in order to collect LR images

and for estimation of the output HR image, a regularised cost function is minimised. For

this task, they considered both the use of gradient descent and conjugate-gradient opti-

misation techniques. Boseet al. [76] also proposed the use of the L-curve method [77]
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in order to systematically calculate the regularisation parameter and then a constrained

least squares method is used to reconstruct the output HR image.

On the other hand, stochastic-bayesian methods have also been used to reconstruct the

HR images, by estimating the probability density function of the output HR image using

many input LR images. Tom and Katsaggelos [78] proposed a Maximum Likelihood (ML)

estimation method that predicts the HR images using the Expectation Maximisation (EM)

algorithm. Their approach estimates the HR imageX ML by maximising the conditional

PDF P(Y jX ) of the observed the input LR imagesY based on the predicted HR image

X . Later, Hardie et al. [79] proposed a Maximum a Posteriori (MAP) estimation ap-

proach. Their approach determines the output HR imageX so that the conditional PDF

P(X jY ) is maximised. According to the Bayes ruleP(X jY ) = P(Y jX )P(X )=P(Y ).

Therefore, the method has to estimate theX MAP that maximisesP(X ) based on a prior

image model and the conditional PDFP(Y jX ) similar to the ML estimation methods.

In their approach the prior image model is formulated with a Gibbs distribution, which

is equivalent to a Markov Random Field (MRF) [80] and the conditional PDFP(Y jX )

is estimated using a gradient descent optimisation approach. Apart from a Gibbs dis-

tribution, other models have been proposed including, an edge preserving Huber-Markov

Random Field (HMRF) [81, 82], a Markov Random Field with a discontinuity adaptive

regulariser in order to be robust against motion and blur estimation errors [83] and a

multi-input prior model [84]. Additionally, approaches have been proposed for the auto-

matic selection of the regularisation parameters of the prior image model. Tipping and

Bishop [85] used a scaled conjugate gradients algorithm in order to maximise a marginal

likelihood function which also estimates the regularisation parameters of the prior image

model. Pickup et al. [86], later further improved the prior image model both in terms of

accuracy and by reducing its computational demands. Furthermore, their proposed prior

image model is capable of handling illumination changes in addition to motion changes.

He and Kondi [87] proposed an approach that estimates the regularisation parameters

and also weight-coe�cients that determine the level of �delity in each of the input LR

images. Woodset al. [88] also proposed both an ML and an MAP approach with an
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e�cient algorithm implementations in the frequency domain, thusly making a friendly

application for large images. Finally, the use of a stochastic Markov chain Monte Carlo

process [89, 90] has been proposed in order to estimate the statistics of the complicated

implicated distributions (prior image model, conditional PDF of unknown HR images,

etc.) using stochastic simulations.

Lastly, some alternative SR reconstruction methods have been proposed. Stark and Osk-

oui [91] were the �rst to proposed a Projection onto Convex Sets (POCS) [92] formulation

of the SR problem, which was later extended by Tekalpet al. [93] in order to account for

observation noise. According to the POCS formulation, based on priori knowledge and

the input LR images for each of the pixels of the output HR image, a number of equations

can be stated they restricts the HR pixel values-solutions within closed convex sets. If

the intersection of these constraint sets is not empty, then the value-solution of each pixel

of the HR image can be found by alternating projections onto these closed convex sets.

Patti et al. [94] later proposed a more sophisticated POCS SR approach, able to take into

consideration elements like the aperture time, the physical dimensions of the camera-sen-

sor elements, focus related blurring, arbitrary sampling lattices and additional noise from

the camera-sensor. Patti and Altunbasak [95] also by modifying the constraint sets we

able to reduced ringing artifacts close to the edges in the output HR images. Additionally,

another method that can be considered as a special-case of a POCS SR algorithm was

introduced by Irani and Peleg [96] where they use an iterative backprobagation approach

inspired by tomographic reconstruction in order to solve the SR problem.

Regularisation-based approaches have also been proposed for the task of sinogram upscal-

ing or denoising and CT reconstruction. Namely, Karimiet al. [97] proposed an approach

locally adaptive sinogram denoising approach that utilises maximum likelihood estimation

in order to denoise projections for low-dose tomograms. Low-dose tomograms arise from

the same CT collection problem like undersampled tomograms. In low-dose there is a

need to reduce the overall exposure of the sample to X-rays and/or to collect the CT fast.

For the case of low-dose tomograms, this performed by collecting many ill-exposed and

therefore noisy projections quickly. On the other hand, undersampled tomograms collect
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well-exposed projections, but not many of them as in low-dose tomograms. This means

that the SR problem for low-dose tomograms can be performed either with sinograms

denoising or denoising of the CT reconstructions. In comparison the SR problem for

undersampled tomograms is regards either sinogram upscaling or CT reconstruction de-

noising. Additionally, regarding low-dose tomograms, Wanget al. [98, 99] have proposed

a penalised weighted least-squares approach (PWLS) in order to either denoise sinograms

or the CT reconstructions. Bayesian regularisation methods [50, 51] have already been

mentioned in Section 2.1.1, where with the combined use of wavelet transform and MAP

estimation sinograms of low-dose tomograms can be denoised. Furthermore, regarding

to CT reconstructions, De Manet al. [100] has proposed an MRF based approach for

reconstruction de-arti�cation and Tabuchi et al. [101] developed an adaptive Wiener �lter

based on a Gaussian mixture distribution model for the denoising and de-arti�cation of

CT reconstructions.

Overall, the bene�ts of registration-based approaches is that they are able to model the

SR problem with higher precision and complexity which leads to noteworthy SR results.

Nevertheless, their complexity acts also as a limitation, since it increases their computa-

tional cost making them unsuitable for real-world applications or in cases where speed is

essential. Due to this, the development of a registration-based method was not considered

for the task of sinogram upscaling of undersampled tomograms. Since we are aiming to

design an approach that would be applied on a time-series of multiple tomograms, the

computational time of our approaches has to be fast in order to deal with the large amount

of data within reasonable time (less or approximately within 24 hours). Additionally, the

highly-sampled representative tomograms collected either at the beginning, end or both

beginning and end of a CT time-series can be better utilised with the use of learning-

based approaches that are described in the next Section.

2.1.4 Learning-based or example-based SR methods

Learning-based or example-based SR methods work by initially training in order to learn

a mapping between LR images and their HR counterpart. Within this category a subset
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of methods work internally using only information available by the input and utilizing

the self-similarity property, they generate exemplar pairs of LR-HR patches. One such

method introduced by Glasneret al. [102] e�ectively unites two methods of SR, the Classic

Multi-Image SR [103] and the Example-based SR [31]. To adapt the Classic Multi-Image

SR to work with single images, recurring patches within the same image are extracted and

used together similar to how in Classic Multi-Image SR multiple LR images of the same

imaged object are used together to create a HR image. Patches are extracted from lower

resolution versions of the input image. For the Example-based part of their approach,

using these lower resolution versions of the input image, exemplar pairs of LR-HR patches

are extracted. If, for instance, a patch from a lower resolution of the input image is similar

to a patch in the input image (of the original resolution) then a correlation has been found

between a small region of the input image and a larger region of the input image. This

larger region can then be used for the generation of the HR version of the small region as

it would be displayed an HR version of the input image.

Nonetheless, most state-of-the-art Patch-based approaches work externally using a learned

mapping between LR and HR images. One of the �rst proposed external Patch-based

methods is from Freemanet al. [104]. For their approach the researchers used a database of

LR-HR pairs of patches, with their low frequency components �ltered out. The HR output

images are constructed by reconstructing and upscaling individually, multiple patches of

the LR input image. For the estimation of HR version of each input patch they proposed

two di�erent methods. The �rst uses a trained Markov Random Field (MRF) [105, 106]

using the aforementioned LR-HR pairs of patches. The second uses stored feature vectors

for each LR-HR pair of patches to �nd the nearest neighbour based on the input patch.

In both cases, the HR patch with the high-frequency components is obtained. Then it

is joined with the low-frequency components of an interpolated version of the LR patch.

The �nal product is the HR patch. This operation is repeated for multiple input patches

until the �nal HR image is obtained.

Later Changet al. [31] introduced a neighbor embedding SR approach inspired by manifold

learning methods, in particular the Locally Linear Embedding [107]. For their approach a
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collection of low and HR patches is obtained by natural images (training images). These

low and high resolution patches are represented by feature vectors, and form manifolds

with similar local geometry in two di�erent feature spaces that correspond to the low

and high resolution. With the term \geometry" the authors refer to the ability of a

patch (either low or high resolution) to be reconstructed by linearly combining its K

neighbor's feature vectors. Since the \geometry" is assumed to be similar, the coe�cients

of this linear combination can then also be used with the feature vectors of corresponding

HR training patches to reconstruct the HR output patch. This is possible if there is a

su�cient amount of training low-high resolution pairs of patches. Then any patches can be

reconstructed with a linear combination of the feature vectors of the K-nearest neighbors

in the feature space, since they will be close to each other and the local neighborhoods (in

both low and high resolution manifolds) would correspond to areas where the manifolds'

geometry is linear. By repeating the earlier process for overlapping input patches and

then combining the output patches by averaging on the overlapping areas the �nal HR

image can be obtained.

Moving on, Yanget al. [32] proposed a sparse coding approach for SR. Their method used a

large collection of image patches and a sparsity constraint to train together a low and a HR

dictionary. These dictionaries represent LR patches and their respective HR components,

using one sparse representation. Their algorithm then uses these dictionaries to search

for a sparse representation for each input patch by solving the following optimisation

problem:

� � = min
a






 ~D� � ~y








2

2
+ � kak1 (2.1)

Here ~D contains the low and HR dictionaries,~y contains the input patch, � is a weight

matrix that works as a sparse selector of dictionary atoms and� a weighting factor to

balance the signi�cance of the sparsity constraint. After that, each HR patch is estimated

as x = D h � � where D h is the HR dictionary. The combined patches then synthesise

an initial HR image X 0, which however may not satisfy the reconstruction constraint

Y = SHX . Here Y is the LR input image, H a matrix who represents a blurring �lter

and S a downsampling operator. The �nal HR imageX � is acquired through gradient
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descent and is the closest image toX 0, that satis�es the reconstruction constraint. This

is achieved by solving the following optimisation problem:

X � = arg min
X

kSHX � Y k2
2 + ckX � X 0k2

2 (2.2)

Here c is a weight factor that balances the requirement that the �nal HR imageX �

should resemble theX 0 image as much as possible, but at the same time satisfy the

reconstruction constraintY = SHX as best as possible.

Inspired from the work of Yanget al. [32], Zeydeet al. presented a sparse coding approach

[36], but they introduced several modi�cations. Firstly, numerical shortcuts, like interpo-

lation of the LR image and dimensionality reduction via Principal Component Analysis

(PCA) [108] are introduced, improving the algorithm e�ciency and speed. Secondly, the

training of the dictionaries is approached di�erently. They used K-SVD [109] for the train-

ing of the LR dictionary and for the HR dictionary they used a direct-approach using a

Pseudo-Inverse expression [110]. Additionally, thè1-optimisation-based sparse coding al-

gorithm is replaced with Orthogonal Matching Pursuit [111], which is considerably faster.

Furthermore, redundant steps like the back-propagation in the post-processing stage are

removed, simplifying the proposed approach. Finally, bootstrapping of the scale-up task

is introduced allowing for the algorithm to operate without a prior training set.

Later Timofte et al. [34] introduced a SR approach using anchored neighborhood regres-

sion. Their approach based on the algorithm of Zeydeet al. [36], focused on achieving

faster execution times, while retaining similar performance. This is achieved by reformu-

lating the patch representation problem from equation 2.1 as a least squares regression

regularised by the`2-norm of the coe�cient matrix. Below is reformulated equation 2.1 :

min
�

kN l � � F yk2
2 + � k� k2 (2.3)

Here F is a feature extraction operator,� similar to � in equation 2.1 andN l is a local

neighbourhood of theD l LR dictionary. Respectively N h is a local neighbourhood of

the D h HR dictionary. The advantage of working with`2-norm is that it transforms the

optimisation problem to Ridge Regression [112] which has a closed solution. This means



Chapter 2. Super-resolution 28

that a projection matrix based on the considered neighborhood can be pre-calculated.

Therefore, a LR input patch y can be projected to the HR space as:

x = N h(N T
l N l + �I )� 1N T

l F y = P j y (2.4)

HereP j is the stored projection matrix for theN l;h neighborhood around thed j dictionary

atom of the joint D dictionary based onD l;h . For each of the dictionary atoms theN l;h

neighbourhoods are �xed (anchored). To obtain the high resolution patchx i for each of

the low resolution patchesy j of an input image, the nearest neighbour atomd j has to

be located in order to use its corresponding projection matrixP j . As a result, the whole

process becomes a nearest neighbour search followed by a matrix multiplication for each

of the input patches, making the approach considerably faster than Zeydeet al.'s [36].

Following that, Timofte et al. published an improved version [35] of their previous ap-

proach [34] using adjusted anchored neighborhood regression. In this the training samples

are not used only for the obtaining the earlierD l;h dictionaries, but also for regression,

since the new neighborhoods of each dictionary atom is not its neighboring atoms but

its neighboring training samples. This is because dictionary atoms are generated in an

attempt to sparsely sample the dictionary's feature space and its neighboring training

samples, in terms of features, are closer than each of its neighboring dictionary atoms.

The neighbourhood of atomsN l in equation 2.3 gets replaced with a matrixSl containing

a number of training samples that lie closest to each dictionary atom.

min
�

kSl � � F yk2
2 + � k� k2 (2.5)

This change allows the dictionaries atoms to sparsely sample the low and high resolution

patches' feature space, resulting on fewer dictionary atoms being needed. This fact signif-

icantly contributed to the reduction of their method's execution time, while the accuracy

of the method was still signi�cantly better than the state-of-the-art.

Learning-based approaches that utilise sparse regularisation and dictionary learning have

been proposed for the task of sinogram upscaling. As it is mentioned in Section 2.1.1,

Meharanian et al. [52] have proposed a method that combines dictionary learning and
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wavelet transform in order to upscale sinograms and therefore upsample a tomogram's

projections. Namely, their method applies sparse regularisation for the estimation of miss-

ing projections in the wavelet domain, which is equivalent with sinogram upscaling. From

their experiments they reported that their proposed approach suppresses streaking arti-

facts in the tomograms reconstructions and o�ers better results that linear interpolation

of sinograms. Later, Zhanget al. [113] inspired by Wanget al. [98, 99] formulated a PWLS

approach that also utilises dictionary learning for calculation of the PWLS cost function

that has to be minimised. Their approach is able to o�er noteworthy results for sinogram

denoising in low-dose tomograms and increasing the SNR of their CT reconstructions.

Additionally, Karimi and Ward [114] proposed the use of dictionary learning approach

in order to denoise the stacked projections/sinograms of a tomogram. By stacking the

projections of a tomogram a 3D volume can be form, which if processed in a 3D fashion

it can allow the utilisation of information from spatially neighbouring pixels in the same

projection and from neighboring projections. Namely, in their approach the stacked pro-

jections (that form a 3D volume) is partitioned in multiple overlapping 3D blocks which

are then clustered. For each of the generated clusters a denoising dictionary is learned

and after these dictionaries are training, they can used in order to denoise a tomogram's

sinograms/projections. Apart from sinogram denoising and upscaling, learning-based ap-

proaches have also been used for the denoising of CT reconstructions. Bartuschatet

al. [115] continuing the work of Borsdorfet al. [54] (as mentioned in Section 2.1.1), pro-

pose a method that uses two reconstructions of the same tomogram, one made by odd

numbered projections and another made my even numbered projections. The two recon-

structions depict the same sample, but the noise present in them is not correlated between

them. By learning a dictionary in order to construct the �rst reconstruction with the sec-

ond one as input, the resulting dictionary has e�ectively learn how to remove the noise

from the reconstructions. By then creating a reconstruction from all projections and using

the resulting dictionary, a denoised version of the reconstruction can be obtained. Later

Yu et al. [116] proposed an approach for the denoising of CT reconstructions of low-dose

tomograms using a single dictionary trained with K-SVD [109] and standard-dose CT re-

constructions. Finally, as mentioned in Section 2.1.1, Ghadrdanet al. [55] have proposed
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the combined use of wavelet transform and sparse regularisation in order to denoise the

tomogram reconstructions more accurately.

The earlier mentioned learning-based approaches for image SR, sinogram upscaling and

CT reconstruction denoising can preform their relative tasks with high accuracy by util-

ising HR exemplary images, sinograms or reconstructions. However as deep learning [6]

became prominent, its potential for the development of fast and accurate learning-based

SR approaches became apparent. Due to the large number of such proposed approaches

of the recent years, the next Section will cover speci�cally learning-based SR approaches

that utilise deep learning. Based on these �ndings, we decided to develop a deep learning

based approach for the sinogram upscaling of undersampled tomograms in CT time-series

and later a deep learning based approach for the denoising of CT reconstructions and

their semantic segmentations.

2.1.5 Deep learning SR methods

One the �rst SR deep learning approaches was presented by Donget al. [33, 117], who

utilised a Convolutional Neural Network (CNN) [18, 19] in order to increase the resolution

of \natural" coloured (RGB) images. In the proposed method, input patches are initially

upscaled using bicubic interpolation [21] and then pass through a neural network, which

outputs the desired HR patches. Due to its nature, a CNN is a very useful structure

for SR as it can learn an end-to-end mapping between low and HR images, and also

optimise simultaneously all the mapping layers during training. Despite that, di�erent

network architectures can lead to very di�erent results. Because of that, the researchers

experimented with di�erent number of layers, feature maps and sizes of kernels. Their

proposed model, SRCNN, is then compared with multiple state-of-the-art SR [31, 32, 34,

35, 118] algorithms. Based on the results SRCNN, achieves better performance across

metrics such as PSNR and SSIM, even for higher scales of upscaling.

Our UDNN architecture [24] presented in chapter 4 is inspired by their method. We de-

cided to base our approach's architecture on Donget al.'s [33] (SRCNN) not only because

of its great performance, but due to it is simplicity and fast execution and training times.
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Dong et al.'s [33] approach, using only the LR-HR image pairs available, is able to learn

an end-to-end mapping between them, without any prior assumptions as to how the low

and HR images should relate. All of the aforementioned methods are designed with the

assumption that LR images are produced from HR ones using an unspeci�ed blurring �lter

followed by a downsampling operation, which is not the case for the downscaling of sino-

grams in undersampled tomograms (more about sinograms on Section 2.3.2). Therefore,

we decided to base our network architecture upon SRCNN and modify it appropriately

for the task of sinogram upscaling. This leads to projection upsampling of the undersam-

pled tomograms and potentially a higher SNR in their reconstructions. In the rest of this

Section, we will present more advanced deep learning SR approaches. These approaches

are regarding heavyweight networks for the SR ofnatural coloured images and they are

designed not to be frequently retrained. However, for the task of sinogram upscaling in

time-series of undersampled tomograms, both fast training and inference times are im-

portant. Because of this, the lightweight SRCNN was considered as the architectural base

for our UDNN network, and not the deeper SR network architectures, presented below.

In an attempt to further improve SR with convolutional neural networks, after the ap-

proach of Donget al. [33] a number of novel deep learning approaches were proposed.

Most of the approaches decided to address the error of pre-upscaling the input of the

network with a bicubic interpolation when the downscaling operation is unknown. They

also increase the complexity of their proposed networks (something necessary for SR of

colourednatural images) and on occasion modify the standard architecture of sequential

convolutional layers to something better tailored for the task of SR. Since our proposed

approach [24] does not apply a pre-upscaling step using bicubic interpolation and does

not require higher complexity due to the relatively easier task of sinogram upscaling com-

pared to upscaling colourednatural images, later proposed approaches did not in
uence

the development of our UDNN approach. Additionally, the element of fast training and

inference times is important for our approach to be competitive against fast and analytical

sinogram interpolation-based approaches. For this reason the more complex deep learning

architectures which are presented in the following paragraphs were not considered during
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the development of our UDNN approach.

One of the �rst of such approaches was proposed again from the Donget al. [119], where

they introduce deconvolutional layers [120, 121] in order to construct the output HR

images. Thusly, they address the cases, when the downscaling operation is unknown.

This downscaling operation is that one that creates the LRs inputs which should be

upscaled. Before the introduction of deconvolutions, the inputs used to be upscaled with

an interpolation technique and then processed by CNN networks to obtain the �nal HR

output. This is because the typical convolutional layers present in CNNs can perform

an upscaling of the input's resolution. Without the interpolation of the input before it

is received by the networks, the resulting approaches are more computationally e�cient,

since interpolation may be a time consuming operation. Furthermore, with its absence,

inaccurate estimations of the HR output are not introduced into the network, which is a

positive characteristic since some reports has showed [122] that interpolation may create

negative side-e�ect to the �nal results.

In an e�ort to eliminate the interpolation of the input and at the same time remove

deconvolutions that are complicated and only slightly less time-demanding than interpo-

lation, Shi et al. [123] proposed their network, ESPCN. In an approach which is similar

to ours presented on chapter 4, HR information exits the network in multiple channels

of the output which combined/interlaced using a prede�ned mapping, generates the �nal

HR output. Their method is designed to upscale 2Dnatural images and the combina-

tion/interlace mapping of the di�erent channels is performed in both dimensions, height

and width.

Apart from approaches that aim to �x the error that input interpolation introduces,

there are a number that attempt to deepen existing deep learning architectures for more

accurate results. Naturally, this is sensible for SR applications where the nature of the

input images remain roughly similar through time and the training network does not

run the danger of becoming obsolete and requiring retraining. Because of that, deeper

architectures which require large amounts of training time are not impractical since the

resulting networks' lifespan would in comparison be much larger.
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Such an approach, VDSR proposed by Kimet al. [124] and seen in Figure 2.1(a). For their

approach they used a modi�ed 20-layer VGG [125] network, which calculates the residual

information between an upscaled version of the input with bicubic interpolation [21] and

the desired upscaled output. Additionally, they also provided the network-interpolated

version of the input with di�erent upscaling rates. With the help of residual learning and

the deeper architecture, their approach was able to outperform SRCNN [33].

Attempting to further re�ne VDSR [124], Kim et al. later proposed DRCN [126] (see

Figure 2.1(b)). Their new network utilises the fact that the kernels of the intermediate

non-linear mapping convolutional layers tend to be very similar. For this reason, they

proposed repeated use of convolutional layers with shared weights, therefore reducing the

number of parameters. Additionally, they introduced deep supervision [127], since the

repeated convolutional layers now produce 16 intermediate results and their weighted av-

erage provides the �nal result. Their approach o�ers similar results with VDSR [124],

however with signi�cantly fewer parameters. The advantage of their method is the re-

duction of the network's memory demands through the use of shared parameters, while

keeping the SR accuracy high.

With the introduction of the ResNet [128, 129] architecture by Heet al. (More in Section

2.2.3.4) to combat the problem of \degradation" that appears in deep networks when they

start to converge, new SR approaches. This is because ResNet has proven to be a very ef-

fective architecture after examination [130, 131, 132]. SRResNet [133] (see Figure 2.1(d))

proposed by Lediget al. modi�ed the ResNet architecture for the task of SR, introducing

residual modules and batch normalisation layers [134], managing to outperform earlier ap-

proaches. Additionally, they proposed an adversarial network that discriminates between

genuine HR images and upscaled ones generated by SRResNet. Their presented gener-

ative adversarial approach, inspired by Goodfellowet al. [135], allows them to achieve

more photo-realistic results according to human perceptual criteria and they used Mean-

Opinion scores [136] to verify that. Similarly, in
uenced by Heet al., Yang et al. proposed

the DEGREE architecture [137], where the residual blocks learn to predict high-frequency

details and edge information. Then using these information like in [138], HR outputs can



Chapter 2. Super-resolution 34

be generated. By focusing the learning on high-frequency details, the predictive strength

of their proposed network is better directed for the recovery of the missing high-frequency

information in the input LR images. Overall, the bene�t of these methods is that by

training convolutional layers which learn residual features, they are able to better utilise

their depth and number of parameters, leading to higher SR accuracy.

Similar to DRCN [126], Tai et al. introduced DRRN [139] in an e�ort to further reduce

the parameters in residual architectures for SR (see Figure 2.1(c)). Their proposed archi-

tecture using multiple residual blocks with shared weights is able to outperform earlier

methods, while keeping, at the same time, the number of parameters low. Another ar-

chitecture that also further improves the implementation of ResNets for SR is EDSR

proposed by Lim et al. [140] (see Figure 2.2(a)). EDSR has two distinct changes, the

�rst is the layer number increase and the increase of feature maps for each layer, and the

second is the abolishment of the batch normalisation. The advantage of the �rst change is

obvious, since deeper architectures have the potential to be more accurate; however, the

second change requires further explanation. In cases like classi�cation and segmentation,

where batch normalisation is traditionally used, the inner representations of the input

imprinted on the feature maps are highly abstract and may be insensitive to changes

caused by batch normalisation. However for the task SR, the input and the output are

highly correlated images and the operation of batch normalisation may be harmful. This

is because when the network learns low-level features, batch normalisation may be ob-

structive, resulting in the pursuit of more abstract solutions, which are not necessarily

linked to better SR results.

Furthermore, in e�ort to also utilise the kernel similarity in intermediate convolutional

layers [126, 139], Limet al. also proposed MDSR [140] (see Figure 2.2(b)) which produces

multiple outputs with di�erent upscale rates while using the same intermediate layers.

Similar to that approach, Lai et al. proposed LapSRN [141], which is a deeply supervised

[127] network comprised of consecutive normal and transposed convolutions, producing

multiple outputs that represent progressively more upscaled versions of the input. Their

architecture, inspired by Laplacian pyramids [142], uses two branches. The �rst calculates



Chapter 2. Super-resolution 35

(a) VDSR

(b) DRCN

(c) DRNN

(d) SRResNet

Figure 2.1: Graphical representations of the VDSR, DRCN, DRNN and SRResNet deep learn-
ing SR architectures. (a) the VDSR [124] approach learns residual information between the HR
output and upscaled input version of the input (bicubic interpolation) using a sequence of convo-
lutional layers. (b) DRCN [126] uses convolutional layers with shared weights, therefore reducing
the number of parameters. From each convolutional layer intermediate outputs are created and
their weighted average o�ers the �nal output, (c) DRNN [139] utilises multiple residual blocks
with shared weights to achieve a higher SR accuracy, (d) the SRResNet [133] is a GAN network
that improves the generator subnetwork (which performs the SR task) by using a discriminator
that detects if its input is an upscaled image from the generator or a genuine HR image.
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the high-frequency details, while the second recursively upscales the input with transposed

convolutions and adds the high frequency information in order to obtain the various multi-

scale outputs. As also mentioned earlier for the DEGREE architecture [137], by focusing

the predictive strength of their network on the recovery of the missing high-frequency

information in the input LR images, high SR accuracy can be achieved with the network

parameters used more e�ciently.

Moving on with the proposal of Huanget al.'s DenseNet [143] the problem of \degra-

dation" (see Section 2.2.3.4) is further reduced compared to ResNet, by replacing the

operation of summation with concatenation and proposing the use of densely connected

convolutions. It have been observed that while ResNet excels at feature re-usability,

DenseNets are great for discovering new features from the data [144]. This fact lead to

new proposals for SR, one of them named SRDenseNet by Tonget al. [145]. As can

be seen in Figure 2.2(c), the authors combined multiple densely connected blocks, with a

bottleneck layer and transposed convolution in order to elevate the networks performance.

Taking inspiration by EDSR [140], they abstained from using batch normalisation oper-

ations, typically found on DenseNet-like architectures. By replacing the operations of

summation found in ResNets with concatenations, the subsequent bottleneck layers (typ-

ically 1� 1 convolutional layers) essentially perform a weighted summation of the di�erent

features using their parameters as weights. This additional degree of freedom, has been

proven bene�cial and as we will further explain in Section 2.2.4, lead us to the proposal

of our DenseUSeg [26, 27] which is used to denoise CT reconstructions using densely

convolutional layers.

Furthermore, Tai et al. [146] later proposed their MemNet architecture, which borrows

elements from ResNets. According to the authors, the connections within MemBlocks (see

Figure 2.2(d)) can be viewed as network's short memory and the dense skip connections

as its long memory. Using the high capabilities of DenseNet, Hariset al. proposed their

deep back-projection network DBPN [147], which densely connects parts of the network

that iteratively upscale and downscale feature maps. Their approach with the use of error

feedbacks by the upscaling and downscaling steps, is able to achieve better results even
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for high upscaling factors.

Later Zhang et al. [148] proposed a similar architecture named RDN, where they ad-

dressed the input interpolation present in MemNet [146]. They also proposed the RCAN

architecture [149] where they employ channel attention [150] and nested residual modules

to improve performance. Finally, Janget al. [151] rea�rmed Tai et al. [146]'s �ndings,

and by also introducing channel attention like Zhanget al., their method DRCA was able

to achieve better performance than the state-of-the-art methods with fewer parameters.

Overall, the networks mentioned in this Section though the utilisation of residual feature

learning, densely connected convolutional layers, channel attention and in general deeper

network architectures are able to achieve state-of-the-art SR accuracy of colourednatural

images. Their main advantage is the high SR accuracy that they report, which is has

lead to the increase of their popularity over the recent years. Nevertheless, there are a

number of disadvantages associated with these approaches. One these drawbacks, is that

the aforementioned networks relay on large amounts of training data, which may are not

present in some use-cases. Furthermore they have high computational demands, which

may lead to slow training and potentially inference times. Typically, for applications

developed for the SR of images with similarnature through time, for instance the SR

of images with human faces, SR of street scene images, SR of images take in indoor

environments, etc., longer training times are not a disadvantage because the network

has to be trained only once. However, for user-cases where a SR network has to be

frequently retrained for new datasets, longer training times can be disadvantageous. In

particular, for the task of sinogram upscale of undersampled tomograms in time-series,

any network based approach would have to be frequently retrained for new time-series.

This is because CT time-series used in biology and material science research may depict

very di�erent physical samples and a network trained to upscale the sinograms of the

tomograms in one time-series may not be accurate in another. Additionally, due to the

large number of sinograms that have to be upscaled for every time-series of tomograms,

faster training and inferences times are desirable. For these reasons, we decided to base our

UDNN [24] architecture upon the simpler SRCNN [33] architecture, allowing our proposed



Chapter 2. Super-resolution 38

approach to have fast training and inference times, while also utilising the highly-sampled

representative tomograms that accompany each time-series in order to train our approach.

In the next Section we will mention other deep learning SR approaches proposed for the

task of sinogram upscaling or CT reconstruction denoising.

2.1.5.1 Deep learning SR methods for undersampled tomogram reconstruc-
tions

Naturally, with the introduction of deep learning SR techniques fornatural images, deep

learning approaches has also been proposed for the task of sinogram upscaling. Specif-

ically, Dong et al. [152] and Leeet al. [153] proposed two U-Net-in
uenced sinogram

interpolation-inpainting approaches. Their approaches aim to upscale a tomogram's sino-

grams in order to reduce noise and artifacts in the �nal tomogram reconstruction. Their

methods are designed for medical tomograms that are undersampled in an e�ort to re-

duce X-ray dose received by the patient (low-dose CTs). These tomograms are common

in practice, since they are preformed on many patients and on speci�c regions-organs.

This means that after a successful training session, the resulting deep neural networks

via sinogram upscaling highly improve the SNR of the tomogram reconstructions, that

depict speci�c regions-organs. This results in the very deep trained networks that have

a long lifespan without needing retraining. Therefore, the focus of these networks is to

be very accurate by increasing their number of parameters and also the time required to

train them. Because though it is expected to be trained once their large training times is

not considered as a drawback.

Opposite to that, undersampled tomograms produced by biologists and material scientists

can be more diverse in nature, which means there can not be trained universal networks

which can process all existing undersampled tomograms. Any proposed deep learning

architecture would probably have to be retrained for new varieties of undersampled tomo-

grams, making e�cient training time requirements essential. Based on these conditions

and inspired by Donget al.'s approach [33], we proposed the UDNN [24] architecture in

order to utilise the good performance of the deep learning approaches, while also keeping

as low as possible the time requirements for training.
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(a) EDSR

(b) MDSR

(c) SRDenseNet

(d) MemNet

Figure 2.2: Graphical representations of the EDSR, MDSR, SRDenseNet and MemNet deep
learning SR architectures. (a) the EDSR [140] architecture improves upon the SRResNet [133]
architecture, by increasing the number of layers, increasing the feature maps that each layer
creates and also removing the batch normalisation layers, (b) the MDSR [140] expands upon
the EDSR by produces multiple outputs with di�erent upscale rates, while using the same inter-
mediate layers, (c) the SRDenseNet [145] proposes the use of densely connected layers instead
of residual layers for higher SR accuracy, (d) MemNet [146] utilises both residual layers and
densely connected layers in order to achieve more accurate SR results.
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Apart from deep learning SR algorithms that attempt to improve the SNR of the tomo-

gram reconstruction via sinogram upscaling, others have been proposed [147, 154, 155]

which directly process the tomogram reconstructions. Chenet al. [13] proposed a simple

three layer approach, similar to Donget al.'s [33] SRCNN for denoising reconstructions

of undersampled tomograms, demonstrating that deep neural networks can successfully

be implemented for improving CT reconstructions. Furthermore, Kanget al. [15, 16] pro-

posed a more specialised architecture that process the wavelet transform coe�cients of

slices from reconstructions of undersampled tomograms. Their approach, utilising resid-

ual learning [128, 129] and an encoder-decoder scheme similar to U-Net [156], is able to

e�ciently target speci�c noise and artifacts present in reconstructions of undersampled

tomograms.

Following this, Chenet al. [14] proposed a similar encoder-decoder architecture that was

deeper (in terms of layers) and also utilised multiple skip connections. Their approach

was able to outperform earlier proposed denoising approaches for tomogram reconstruc-

tions [13, 15, 157, 158, 159], setting a new standard for undersampled tomogram denois-

ing. Roughly at the same time, in an e�ort to exploit non-locality for noise and arti-

fact reduction, Lui et al. , inspired by approaches using stacked denoising autoencoders

[160, 161, 162] and recent applications of them on undersampled tomogram reconstruc-

tions [163], proposed their Stacked Sparse Denoising Autoencoder (SSDA) method [12],

which is also more accurate than the established denoising approaches [15, 157, 158, 159].

Finally, some of the recent proposals [17, 164] utilise generative adversarial networks to

increase the denoising precision in applications, where spatial accuracy is crucial.

The methods mentioned above provide evidence that via the use of deep learning, accurate

approaches can be developed regarding the task of denoising CT reconstruction. Addi-

tionally, they achieve noteworthy accuracy by adopting architectures initially proposed for

the tasks of classi�cation and segmentation (e.g. [14, 15, 16] preformed well by adopting

the U-Net architecture [156]). Nevertheless, the adopted CNN architectures are not very

contemporary, it is expected that higher accuracy can be obtained by adopting more re-

cent deep learning segmentation architectures [8, 9, 10] which have yet to be tested for the
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denoising of CT reconstructions. Inspired by this, we recently proposed a denoising CT

reconstruction architecture [26, 27] that uses densely connected layers [10] within an en-

coder-decoder architecture [8]. Our proposed approach is able to accurately both denoise

and semantically segment CT reconstructions of undersampled tomograms. Since our

approach achieves high accuracy by utilising recent semantic segmentation architectures,

we decided to compare it against the latest state-of-the-art 3D semantic segmentation

networks. In the next section, we will explore approaches proposed for the task semantic

segmentation and emphasising on state-of-the-art deep learning semantic segmentation

methods.

2.2 Semantic segmentation

Since 1980's the problem of image segmentation has been approached through a plethora of

di�erent techniques. These methods can be categorised using many criteria, but in general

they can be categorised to approaches that detect the discontinuities that form boundaries

between the di�erent segmentation instances and approaches that detect the continuities

and similarities within di�erent regions in the input, forming thusly the segmentation

instances.

2.2.1 Segmentation methods based on region discontinuities and
boundaries

One category of methods that performs image (or volume) segmentation achieves this by

detecting discontinuities between di�erent regions in the input, forming thusly the di�er-

ent segmentation instances. These methods essentially work by detecting the boundaries

of the di�erent segmentation instances. In certain use-cases, there are not strong imaging

discontinuities within the semantic objects (e.g. in lungs, thorax and abdomen in medical

CT images) that have to be segmented and therefore such boundary-based approaches can

be used for semantic segmentation. In general, approaches based on discontinuities can

be further split to two di�erent subcategories. Firstly, regarding approaches that detect

intensity edges between the di�erent segmentation instances and secondly, approaches
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that de�ne the contours between the di�erent segmentation instances.

2.2.1.1 Edge detection segmentation methods

Some of �rst and simplest techniques proposed for the task of image segmentation, re-

volve around the detection of intensity edges that form the boundaries of the regions,

that have to be segmented. This is usually performed by either detecting the areas where

�rst order derivatives of the input image reach their maximum/minimum or areas where

second order derivatives of the image are zero. The above areas, can be detected using

di�erent operators such as Prewitt operator [165], Sobel operator [166], Canny operator

[167], Laplacian/Laplacian of Gaussian operator, Di�erence of Gaussians, Roberts cross

operator [168] or Kirsch compass kernel [169]. After the detection of the edges, these can

be connected together to form the overall boundaries around the segmentation instances

present in a given input. In Al-amri et al. [170], many of the above operators are utilised

for the segmentation of satellite images. A common way to merge the detected edges and

thusly perform segmentation is via the Hough transformation [69]. In Hough transfor-

mation through a voting process, lines or line segments can be found from the unmerged

edges which can then guide their merger. Sahaet al. [171] utilise Hough transformation

in order to achieve text segmentation in images.

The advantages of edge detection segmentation methods is that they are fast and very

easy to implement. However, they relay on the existence of high contrast in the input

images/volumes and with small levels of noise. Furthermore, they are not inherently

semantic. This means that areas of the same semantic object may be segmented as

separate segmentation instances. Moreover, they require manual adjustment when they

are to be applied on new data. For these reasons, they were not considered during the

development of our approaches, since one of the main problems of with reconstructions

of undersampled tomograms is the presence of low SNR.
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2.2.1.2 Contour-based segmentation methods

Another way to detect the discontinuities in a given input image/volume is to attempt to

de�ne a contour around the di�erent segmentation instances. This contour is selected in a

way that simultaneously adheres to the intensity edges around the di�erent segmentation

instances while also being relatively smooth. One of the approaches that have been

proposed to perform this task are active contour models [172]. Active contour models,

employing a deformable spline which is de�ned by minimizing an energy function that

compels the contour to adhere as accurately as possible to the intensity edges around the

segmentation instances and at the same time be su�ciently smooth. Additionally, level set

[173] approaches have been proposed in order to de�ne contours around the segmentation

instances. Level sets achieve this by de�ning a 3D surface where forz = 0 it o�ers the

contours around the segmentation instances. Similarly, the 3D surface is determined by

minimising an energy function.

Active contour models relay on intensity gradients for their accuracy, however in cer-

tain input images there is great gradient variation. To combat this problem Caselleset

al. [174] proposed the combination of active contour model with minimal distance curves

or geodesics, resulting in their proposed \geodesic active contours". In Atkins and Mack-

iewich work [175], active contour models are used for the accurate segmentation of brain

MRIs. Later Loizou et al. [176] proposed an active contour segmentation approach for

the segmentation of ultrasonic images of the common carotid artery. Regarding level

set methods, Liet al. [177] proposed a level set method without periodic re-initialisation

of level set function, which is typically performed in traditional level set methods [173].

In attempt to further improve the accuracy Roussonet al. [178] utilised shape priors to

constrain the level set representations. Later Liet al. [179] proposed the use of distance

regularised level sets, that do not require re-initialisation of level set function, and they

can operate with large time-steps in order converge faster on the desired contour by be-

ing more computationally e�cient. Level set have also been proposed for segmentation

medical images, speci�cally MRI images [180, 181].

The bene�ts of contour-based segmentation methods is that they can be used on noisy
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inputs and that the output contours are su�ciently smooth, which is true in many seg-

mentation problems (brain segmentation, lung segmentation, etc.). However, their imple-

mentation on large quantities of data is slow compared to learning-based segmentation

methods (see Section 2.2.2.4). Additionally, they are not inherently semantic, meaning

that areas of the same semantic object may be segmented as separate segmentation in-

stances. Based on these facts, these methods were not considered during the development

of our approaches for segmentation of undersampled tomogram reconstructions, since we

aim to develop automatic semantic approaches that will be applied on multiple under-

sampled tomograms of a time-series.

2.2.2 Segmentation methods based on region similarities

A second category of segmentation methods attempts to detect continuities and similari-

ties between di�erent regions of the input that form the di�erent segmentation instances.

In general, these can be split to methods that use thresholding, methods that use growing,

splitting or merging regions, methods that use clustering and learning-based methods.

2.2.2.1 Segmentation methods based on thresholding

One of the oldest and simplest methods for performing image segmentation is by grouping

pixels that have pixel intensity within a certain range, which is the operation of threshold-

ing. Naturally, to improve accuracy the inputs may be preprocessed before thresholding

is applied and in general thresholding can be split to two types global thresholding and

local thresholding.

In global thresholding, the same thresholding ranges are applied throughout the whole

input. This technique is feasible in cases, where certain pixel values are linked to dis-

tinct segmentation instances. Methods may apply thresholding with intensity ranges that

are manually elected, or de�ned using characteristics of the input image. Popular global

thresholding methods are Otsu's method thresholding [182], unimodal thresholding [183],

bi-level image thresholding [184], minimal cross entropy thresholding [185] and thresh-

olding using Tsallis entropy [186]. Additionally, in an approach proposed by Zhanget
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al. [187] multiple regions are extracted by thresholding at di�erent intensity ranges and

then are appropriately joined in order to o�er high accuracy solutions. One the other

hand, local thresholding methods use in di�erent portions of the input images di�erent

thresholding levels. Sauvola and Pietik•ainen [188] proposed a local adaptive approach for

document image binarisation. Later Yanet al. [189], proposed an approach that utilises

both local and global information in order perform thresholding. Shiet al. [190] also

utilised prior shape information and local thresholding to further improve their methods

accuracy for document binarisation. Furthermore, Singhet al. [191] proposed a local

adaptive thresholding method that utilises a local mean and mean deviation in order to

perform thresholding.

Application of a thresholding technique for image segmentation has the bene�t for being

the most intuitive, simple and fast approach for image segmentation. This is especially

true for user-cases where the segmentation instances of the same segmentation class has

similar pixel intensity and di�erent pixel intensity from background. However, similar

to the edge detection segmentation methods (see Section 2.2.1.1) they are susceptible to

noise. Similarly, they are not inherently semantic since in some use-cases semantic ob-

jects may be comprised by many regions that do not have similar intensity characteristics.

Based on these facts and due to the low SNR in the undersampled tomogram reconstruc-

tions, these methods were not considered during the development of our approaches.

2.2.2.2 Segmentation methods based on growing, splitting or merging regions

Another category of methods that utilise continuities and similarities between pixels of

the same segmentation instances are methods that use growing, splitting and/or merging

regions. In region growing methods neighboring pixels are iteratively grouped together

if they share similar characteristics starting from some initial starting points (\seeds")

in the input. The methods stop when there are not any new pixels that can be grouped

together in the same growing region. Alternatively, in methods that use splitting and/or

merging regions, they iteratively split the input image into multiple regions and then

check if the new formed region can be joined together due to common characteristics.
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Then iteratively regions are split and merged until the formed regions of two subsequent

iterations are the same.

Adams and Bischof [192] proposed an approach using growing regions that start from

selected \seeds". Chang and Li [193] also proposed an approach that apart from growing

regions, regions are also merging. Tremeau and Borelet al.[194] later proposed an ap-

proach for coloured images and Shih and Cheng [195] proposed a region growing approach

for coloured images where the selection of the \seeds" is automatic. Region growing is

commonly combined or performed via a watershed transformation. Zhanget al. [196]

introduced an approach that utilised an improved watershed transformation for region

growing while also applying a region merging step. Tang later utilised watershed trans-

formation for the segmentation of coloured images using growing regions. Furthermore,

Neubert and Protzel [197] later introduce a compact watershed approach for the segmen-

tation of images into compact regions/superpixels.

On the other hand, methods have been used for region splitting and merging typically

split the di�erent regions using graph-based methods. Boykov and Jolly [198] proposed a

graph-cut approach where their graph is simulated via an MRF and the MAP estimation is

used. Later Boykov and Funka-Lea [199] improved it via the addition of several extensions.

Both methods perform region splitting using a graph-cut, however they also require a

tiny amount of user annotations (similar to \seeds" of the region growing methods),

in order to separate the background from the foreground segmentation instances. In

attempt to �x this issue, Rother et al. [200] proposed a graph-cut approach that it is

iteratively optimised, which does not require some initial \seeds" provided by the user

like in [198, 199]. Nevertheless, the user can optionally aid the method in the �nal

step. Freedman and Zhang [201], improved the segmentation accuracy by introducing

shape priors and Malcolmet al. [202] improved it further with the introduction of highly

variable nonlinear shape priors. Later Priceet al. [203], similar toet al. [174], introduced

geodesic distance information into the formulation of their graph, allowing their method

to be more accurate than other contour-based geodesic methods irregardless of the initial

\seeds" provided by the user. Furthermore, Tanget al. [204] proposed the use of a
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simpler energy term, that results in a more e�cient approach in the use-case where only

one object has to be segmented in the input image. Finally, Luengoet al. [205] proposed

a region splitting and merging method for accurate oversegmentation of the input into

many superpixels.

Methods based on growing and merging regions are designed to be robust against in-

puts that are noisy, multimodal and where illumination can vary in di�erent areas of the

input image. Additionally, their computation times are small, however it is not always

certain the resulting regions will correspond to semantically meaningful objects. On the

other hand, methods based on splitting and merging regions, provided that the user has

carefully and accurately selected the initially \seeds", are able to achieve higher accu-

racy results even with noisy, multimodal or with inputs where the illumination varies

greatly within them. This allows them to potentially o�er semantically meaningfully re-

sults with a higher accuracy. Nevertheless, they are typically computationally expensive

and they require user input in order to accurately segment each input image. In any

case, if the output regions of the aforementioned methods are not semantically meaning-

fully, the user may be able to manually merge the resulting regions in order to obtain

the semantic segmentation. This is possible provided that each output region contains

partially only one semantically meaningful object. For this reason, some methods [197],

[205] aim to accurately oversegment the input, meaning that each of the resulting output

regions/superpixels contain partially or completely only one semantically meaningful ob-

ject. It is then possible for the user to merge the di�erent regions forming semantically

meaningful objects. Alternatively, the output regions could be merged using a learned-

based approach that relays on the manual annotation of some regions to certain seg-

mentation classes [206]. Nevertheless, the aim of this thesis is to propose approaches for

the automatic and semantic segmentation of undersampled tomograms in time-series of

tomograms. Due to the large number of tomograms that typically comprise each times-

series, it is highly important that the proposed methods are as automatic as possible.

Additionally, due to the large size (in voxel-count) of the tomograms, fast inference times

are important for the proposed approaches. Methods that use growing or splitting regions
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can be accurate, however they are typically computationally expensive and so do not of-

fer fast inference times. Based on these reasons, region growing or splitting methods and

techniques were not considered during the development of our approaches.

2.2.2.3 Segmentation methods based on clustering

A di�erent class of approaches that perform image segmentation use clustering in order

to group the di�erent pixels into the output segmentation instances. In clustering ap-

proaches, pixels or superpixels are grouped together into di�erent classes in attempt to

maximise both the intra-class similarity and inter-class dissimilarity. In general clustering

approaches are split to hard clustering approaches, where a pixel or superpixel can belong

only to only one class and soft or fuzzy clustering approaches where a pixel or superpixel

can belong to multiple classes with a degree of con�dence.

One of the �rst hard clustering approaches proposed for image segmentation was from

Pappas and Jayant [207] where they used k-means clustering along with an MRF in

order to induce spatial constraints on the k-means. Later Chenet al. [208] improved

their approach by incorporating knowledge-based morphological operations. Ray and

Turi [209], in attempt to remove the k-mean drawback of manually selecting the number

of clusters, proposed the use of a validity metric in order to automatically determine the

number of clusters. Luoet al. [210], also proposed a spatially constraint k-means approach

combined with region merging in order segment coloured images. Achantaet al. [211],

then proposed a Simple Linear Iterative Clustering (SLIC) approach based on k-means

for the oversegemtation of input images. Recently Dhanachandraet al. [212], proposed a

subtractive clustering technique for the selection of the centres that can be utilised from

a k-means clustering in order to perform image segmentation. Apart from k-means also

mean-shift clustering has been proposed for image segmentation [213]. The advantage

of mean-shift is that it inherently does not require prior knowledge for the number of

the segmentation instances in an input. Wanget al. [214] proposed an anisotropic kernel

for the mean-shift method, in order to incorporate prior knowledge depending on the

data which have to be segmented. Paris and Durand [215] also proposed the use of a
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fast Gaussian mean-shift method that is applied within a hierarchical segmentation based

approach.

On the other hand, soft or fuzzy clustering approaches have also been proposed for image

segmentations. The key di�erence in soft or fuzzy clustering approaches is that each

pixel or superpixel may simultaneously belong with a degree of con�dence to multiple

classes. Furthermore, one of the most popular methods for soft/fuzzy clustering is the

Fuzzy C-Means (FCM) [216, 217], where has many similarities to the k-means method

but membership of a pixel to class is calculated using fuzzy logic. In an attempt, to utilise

FCM for image segmentation Tolias and Panas [218] proposed the use of adaptive spatially

constrained membership functions thus improving the method's segmentation accuracy.

Later Ahmed et al. [219] proposed a modi�ed FCM method that can compensate for

inhomogeneities in the input and allow for accurate segmentation even with the presence of

noise. Chen and Zhang [220] proposed an improved FCM method with spatial constraints,

that is robust to noise and image artifacts. Furthermore, Krinidis and Chatzis [221] aiming

to increase robustness further, proposed an approach that incorporates local information

and additionally does not employ any empirically chosen parameters.

Clustering-based segmentation methods have the advantage of being simple in imple-

mentation, have fast computational times and have noteworthy accuracy when they are

spatially constrained. However, compared to other methods like region growing meth-

ods or region splitting methods they are not very robust. For these reason they may be

combined with such approaches for additional accuracy [210]. However, the tradeo� is

that the overall solution becomes computationally expensive. Furthermore, they are not

inherently semantic and in cases where they are not spatially constrained very well, they

may lead to output segmentation regions that partially contain many semantic objects.

Since the aim of this thesis is to propose approaches for the automatic and semantic

segmentation of undersampled tomograms of a time-series, methods based on clustering

were not considered during the development of our approaches.



Chapter 2. Semantic segmentation 50

2.2.2.4 Learning-based segmentation methods

Finally, a category of methods based on region similarities are the learning-based segmen-

tation methods. Learning-based segmentation methods annotated data in order \teaches"

the approaches on how to segment pixels (or voxels) of images (or volumes). This is

achieved by during a training step where several parameters of the methods are �ne-

tuned. Learning-based methods can be inherently semantic if trained on semantically

meaningful ground truths. Nowadays the predominant way with which learning-based se-

mantic segmentation is preformed is with the use of deep learning [6]. Deep learning has

been able to provide us with methods that undoubtedly achieve extraordinary segmenta-

tion accuracy. Nevertheless before its arrival, learning-based semantic segmentation was

performed with a variety of di�erent methods, like machine learning and graphical models,

and on occasion these methods are still being used today to address certain segmentation

challenges.

One such method is Random Decision Forests (RDF) proposed by Hoet al. [222]. RDFs

approach the problem of segmentation through a technique called ensemble learning. For

this technique, multiple weak classi�ers (decision trees) are trained, each on either a

di�erent subset of the annotated data or a di�erent subset of the feature space. The

�nal prediction can be made, through the union of their individual predictions. With

RDFs, segmentation can be applied directly to pixels, where each pixel is represented by

a descriptor of features and then used for the training of the multiple trees. Since each

decision tree is weak, their individual predictions may not be by themselves su�ciently

accurate. However, the fact that they are trained with limited information leads each

of them to learn di�erent discriminative rules, but their combined prediction achieves a

substantial accuracy.

Decision forest are still being used in many applications, especially where fast execu-

tion times are highly signi�cant. Schro� et al. [223] incorporated multiple globally learnt

single-histogram class models into the Random Forest framework, resulting in accurate

segmentation. Montillo et al.[224] proposes a new entangled decision forest that o�ers

improved accuracy and it can capture long-range semantic context. Sommeret al. [225]
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also proposed an interactive tool for volume segmentation using a random forest classi-

�er. Zuo and Drummond [226] later proposed fast residual forests that utilises random

forests and CNNs in order to reduce computational time for time critical applications like

in robotic learning. Recently Kang and Nguyen [227] proposed a random forest frame-

work for real-time semantic segmentation which learns 
exible �lters with unconstrained

weights, shapes, and sparsities.

The advantages of Random Forest is their ability to learn segment or classify semanti-

cally meaningful objects, their easy implementation and their fast training and execution

times. However, they are usually not very robust against noisy data and they are oftenly

combined with other methods in order to improve their accuracy [226]. For this reason

and due to the severely low SNR in reconstructions of undersampled tomograms, we de-

cided to shift our focus on learning-based segmentation that employ deep learning during

the development of our approaches.

Support Vector Machines (SVM) [228, 229, 230] have also been proposed for semantic

segmentation. Each SVM works as a binary classi�er, which aims to �nd a hyperplane

in the feature space that separates the training set between two classes. However the

sparsity of the training samples in the high-dimensional feature space does not insure their

linearly separability. This means that there may not be a hyperplane that can separate

the samples into two desired classes in the high-dimensional feature space. Nevertheless,

there should be a non-linear mapping � that transforms the training set to a feature

space with additional dimensions, where linearly separability can be achieved. After

this transformation, the desired hyperplane can be found by solving an optimisation

problem regarding the hyperplane's equation coe�cients. The optimisation aims to �nd

a hyperplane where the two classes are separated, but also the samples are as distant as

possible from the hyperplane. Similar to RDFs, multiple classi�ers can be used in order

to achieve segmentation between multiple classes.

Kotropoulos and Pitas [231] proposed a SVM-based segmentation approach for the accu-

rate segmentation of lesions in ultrasound images. Later Wanget al. [232] proposed an

SVM method for pixel-wise classi�cation/segmentation where the SVM is trained with
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samples selected by a FCM. Baueret al. [233] also introduced a SVM segmentation method

that utilises a Conditional Random Field (CRF) for additional robustness. Similarly Wu

et al. [234] proposed a method that combines a SVM and a MRF for both high accuracy

and fast training and testing times. Bai and Wang [235] later introduce saliency infor-

mation into their proposed SVM segmentation approach in order to further improve the

segmentation accuracy. Qayyum and Basit [236], combined the SVM with other edge

detection and thresholding techniques for the segmentation of cancerous cells in mam-

mograms. Akramet al. [237] proposed a method that introduces multichannel saliency

information to an SVM for the classi�cation and segmentation of skin lesion. Recently,

Kour and Arora [238] proposed a k-means and SVM segmentation/classi�cation method

for plant phenotyping images that is optimised using the particle swarm optimisation

algorithm [239].

SVMs similar to RDFs, they are able to o�er semantic segmentations, they are very easy

to implement and they have fast computational times. However, when they are exclusively

used for semantic segmentation they do not usually lead to very robust approaches. For

this reason, they are typically combined with other methods such us CRFs [233], MRFs

[234], edge detection and thresholding [236], and k-means [238] in order to perform the de-

manding task of segmentation. In these approaches the main focus of the applied SVMs is

to contribute towards the classi�cation of the segmentation instances and generally make

the segmentation results semantically meaningful. While such approaches might have

su�cient accuracy for speci�c use-cases (like in skin lesion segmentation [237] and plant

phenotyping segmentation [238]) they are typically not robust enough for the segmenta-

tion of noisy multidimensional imaging systems like the reconstructions of undersampled

tomograms in X-ray CT time-series. Based on this fact, SVMs were not considered dur-

ing the development of our approaches, focusing instead on state-of-the-art learning-based

semantic segmentation approaches that utilise deep learning.

Graphical models and speci�cally MRF [105, 106] have also been utilised for learning-

based segmentation. MRFs are described by an undirected graphG = ( N ; E), where

nodesN represent random variables and edgesE the dependencies between them. Ad-
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ditionally, the nodes obey the Markov constraint where for any two disjoint subsets of

nodes A, B that are separated by a subset of nodes S, then the subset of variablesZA

(the subset of variables that A represents) is conditionally independent ofZB given ZS,

ZA ?? ZB j ZS (where ZB and ZS are represented by B and S respectively). Namely, a

MRF with 4-connectivity is presented in Figure 2.3. Each of random variablesX i represent

an input feature vector for each pixel and the random variablesYi represent pixel classes,

whose domain is from a set of labelsL = f l1; l2; � � � ; lkg. According to the Hammers-

ley-Cli�ord theorem [240] the joint probability distribution of an MRF P(X ; Y ) where

X = X 1; X 2; :::; X n and Y = Y1; Y2; :::; Yn can be written as a Gibbs distribution. Then

the prediction of each pixel's class is formulated into a MAP estimation, which involves

the minimisation of an energy function. Verbeek and Triggs [241] combined an MRF

with aspect models like probabilistic latent semantic analysis [242] and latent dirichlet

allocation [243] in order to construct a learning-based semantic segmentation approach.

Subbannaet al. [244] later combined Gabor decomposition and a MRF for the segmenta-

tion in brain MRI volumes. More recently, Ahmadvandet al. [245] proposed a dynamic

classi�er selection MRF. Their method is a supervised segmentation approach for brain

MRI images, that combines an MRF along with an ensemble of multiple classi�ers. While,

MRFs can provide accurate segmentation results, typically as explained below, CRFs are

more preferred in segmentation approaches due to their less complex MAP inference.

Conditional Random Fields (CRFs) [246] are a special case of MRFs, that are more

frequently used in semantic segmentation approaches. In CRFs, observationsX =

X 1; X 2; :::; X n which are again the input feature vectors for each pixel and outputsY =

Y1; Y2; :::; Yn that represent the pixel classes can be divided into exactly two disjoint sets

and the conditional distribution P(Y jX ) can be modeled. In an early method proposed

by He et al. [247] a multiscale CRF for image segmentation was introduced which learns

prior label patterns from multiscale features of the training images. Later Wojek and

Schiele [248] proposed a CRF methods that performs jointly both the tasks of object

detection and semantic segmentation in order to achieve higher accuracy in both tasks.

Ladick�y et al. [249] introduced a Hierarchical CRF that utilises features from di�erent
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levels based upon a learned hierarchy of pixel groupings. To further improve accuracy,

Kr•ahenb•uhl and Koltun [250] proposed a fully connected CRF, where all pixels in an

image are nodes in the CRF, resulting in billions of edges. To address the computational

overhead, they de�ned the pairwise potentials of the CRF as a linear combination of

Gaussian kernels and they also proposed an e�cient mean �eld approximate inference al-

gorithm. Recently He and Gould [251] proposed a CRF for instance segmentation which

is the task of detecting objects of a speci�c class in the input image and then also se-

mantically segment them. To perform this, they created a CRF framework that jointly

models object appearance and occlusions as well as shape deformations.

Both MRFs and CRFs can lead to robust segmentation approaches with high accuracy

and they are still utilised in improving the accuracy of stated-of-the-art deep learning

methods (More in Section 2.2.3.2). Nevertheless, they are typically associated with high

computational and time costs during both training and inference. As we will explain in

Section 2.2.3.2, the utilisation of a MRF or CRF along with a very deep neural network

may increase the training and inference times to undesirable levels. This is because in

this thesis we aim to design approaches that will be applied on time-series of multiple

undersampled tomograms and it is expected our methods may be retrained frequently for

the accurate segmentation of new time-series. For these reason during the development of

our approaches, MRFs or CRFs were not considered. Due to the high number of proposed

approaches using deep learning and since they present more interest to this thesis, the

entire next Section will present the di�erent categories of deep learning approaches that

have been proposed for the task of semantic segmentation.

Figure 2.3: MRF with 4-connectivity. Each node X i represents a pixel's feature vector and
each nodeYi represents a class.
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2.2.3 Deep learning semantic image segmentation

Since the arrival of Convolutional Neural Networks (CNN) [19] and especially deep learn-

ing [6] a variety of di�erent architectures have been explored. Initially, the presented

architectures were mostly used for classi�cation and they were limited to a small sequence

of convolutional layers [18, 19] separated by activation functions [252] and max pooling

operations [253, 254]. However, with the introduction of AlexNet [255] the door was

opened for more complicated architectures, leading to the development of ZFNet [256],

VGG-16 [125], GoogLeNet (or Inception) [257], ResNet [129], DenseNet [143] and recently

also e�cient architectures for deployment in mobile devices like MobileNet [258, 259] and

Shu�eNet [260, 261]. This increase in popularity of deep learning classi�cation methods

in turn inspired other researchers to adapt the classi�cation CNN architectures to ad-

dress the image analysis problem of segmentation. This resulted in the introduction of

multiple novel segmentation methods described below, which achieve phenomenal perfor-

mance and accuracy compared to the approaches presented in Sections 2.2.1 and 2.2.2.

Most deep learning semantic segmentation approaches operate based on the same high

level principle which is to �ne-tune their parameters during training and then use the

�nal parameters during inference. In general, most of them receive an image, volume or

other high-dimensional input and then they output its semantic segmentation (with one

notable exception the instance segmentation networks that output both bounding boxes

and semantic segmentations. More about them in Section 2.2.3.3). Based on this prin-

ciple, most of them are also tested using the same datasets/benchmarks [262, 263, 264].

For this reason there is more merit by categorising them based upon their architectural

di�erences which allow them to achieve highly accurate semantic segmentations. Below

we will explore some of the most known semantic segmentation deep learning methods,

split into 8 di�erent categories based upon their model's architecture.

2.2.3.1 Fully convolutional networks (FCNs)

One of the earlier attempts to use deep learning techniques for image segmentation, par-

ticularly for 2D Electron Microscopy (EM) [4, 5] images, was from Ciresanet al. [265]
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in 2012. In their publication the researchers used a sliding-window network setup which

consisted of a sequence of convolutional [18, 19], max-pooling [253, 254] and fully con-

nected layers, which are similar to the layers in multilayered perception-like networks

[20]. Their network works by receiving as input a local region (patch) around a pixel and

calculating a number of features regarding the pixel being either part of the foreground or

the background. Then, the �nal prediction about the class of the pixel is made through

the use of a softmax function [266, 267] and thresholding, By repeating this process for

all pixels of the image and zero-padding the input patches, the overall segmentation is

acquired. Zero-padding in particular, is the act of upscaling the input of a convolutional

layer with pixels with zero value around its border prior to the convolution. Zero-padding

is usually performed when sliding windows request information outside the borders of an

image and in cases where the size reduction caused by the convolution has to be negated,

so that the input and output have the same size. During experiments, their network

outperformed most state-of-the-art segmentation approaches of that time and created a

precedent regarding image segmentation with deep learning. While being very accurate,

the fact that it predicts one pixel at a time is not very convenient in terms of time both

for training the network and inferring with it. For this reason fully convolution networks

were developed as we will discuss below.

Long et al. [268] proved that fully convolutional neural networks (FCNs) could exceed

existing state-of-the-art segmentation methods. For their approach they adapted popular

classi�cation networks (like VGG-16 [125] see Figure 2.4) into fully convolutional networks

by converting their fully connected layers into convolutions. However, due to the down-

scaling that occurs gradually through the network (pooling operations), the �nal upscaled

output is dissatisfyingly coarse. To remedy that, they introduceskip connections, that

combines �ner detail information from early shallower layers, with coarse ones from the

deeper layers. Namely, the tensors from deeper layers are appropriately upsampled and

then added to the ones from the shallow layers. Additionally, the upsampling is executed

through transpose convolutional or deconvolutional layers [120, 121], which are trainable

like typical convolutional layers. Finally, the researchers used classi�cationpretrained
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networks for parameter initialisation prior to the segmentation training, as they appear

to o�er a performance advantage over randomly initialised networks.

Nevertheless, in Longet al.'s network, as it forwards information from one layer to the

next, it does not also forward global context information in an e�cient way. This can

a�ect the �nal segmentation accuracy, as in some segmentation problems global context

information is essential (e.g. in pictures of natural scenes, whether a pixel's class label

is grass or tree foliage may be very correlated to its global position in the image). For

this reason Luiet al. proposed ParseNet [269], where by utilising global average pooling

[270] it is able to e�ciently utilise global context information. Speci�cally, ParseNet is a

fully convolutional network, where in each layer after the convolution, the feature maps

are globally average pooled, resulting in a vector with the same number of entries as the

number of feature maps. Then both the feature maps and the vector are`2-normalised

and the vector gets unpooled (replicated). This means that each of its entries becomes a

feature map, forming the \global" feature maps. Finally, the initial feature maps and the

\global" feature maps are concatenated before the handled to the next layer.

These advances in image segmentation, were later adopted to address problems such as

retina vessel segmentation [271], segmentation of images with dermatological conditions

such as skin lesions [272, 273] and segmentation of brain tumors [274].

FCNs are some of the �rst networks proposed for the segmentation of multiple pixels

with in a single forward pass of the network. However, one of their drawbacks is that

they mainly employ standard convolutional layers and pooling operations, which results

in segmentations which are not be very accurate at the same pixel resolution as the input

image. In the following Sections it will be shown how other network designs address this

problem, which also in
uenced the design of our proposed approaches.

2.2.3.2 FCNs with graphical models

In an e�ort to further improve the performance of the fully convolutional networks, prob-

abilistic graphical models such as MRFs and CRFs (More in Section 2.2.2.4) have been

proposed as an additional and �nal part of the networks. Namely, Chenet al. [275] pro-
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pose a semantic segmentation algorithm that combines CNNs and fully connected CRFs.

Their approach, based on Longet al.'s VGG-16 [268], highlights the additional accuracy

that a Conditional Random Field can provide to the segmentation results. This is due

to the di�culty of fully convolutional networks to o�er very �ne-grained segmentation

predictions, as their translational invariance property makes them optimal for high level

tasks such as classi�cation. CRFs, by utilising the CNNs predictions, are able to solve

their localisation de�ciency and increase the segmentation accuracy.

Later Zhenget al. [276] proposed a Recurrent Neural Network (RNN) [277] that approxi-

mates the function of a CRF, allowing for the whole CNN-RNN network to train conjointly

without requiring initial training of the CNN component. Their method achieved a new

state-of-the-art standard in the Pascal VOC 2012 benchmark [262]. Similarly, Liuet

al. [278] proposed a modi�cation of VGG-16 [125] in order to model the unary terms

of MRFs and added layers that approximate the mean �eld algorithm (MF) [279] for

MRF's pairwise terms. However, their most important contribution was that the MRF

approximated by their Deep Parsing Network (DPN) was able to o�er deterministic end-

to-end predictions, allowing training with a single iteration of the MF for each training

image. Finally, instead of modeling CRFs with neural network, the option of enhancing

them with CNNs is explored by Lin et al. [280]. Speci�cally, they formulated a CRF

with CNN-based pairwise potential functions in order to model \patch-patch" semantic

relations between them. Apart from collecting \patch-patch" context, they also utilised

multi-scale inputs [281] and sliding pyramid pooling [282] for the collection of \patch-

background" context, that improves the segmentation accuracy further.

As it was presented in this Section, the combined use of MRFs and CRFs with CNNs can

lead to very accurate semantic segmentation techniques. Nevertheless, as it is brie
y men-

tioned in end of Section 2.2.2.4, they are computationally expensive and they commonly

have large inference times. Because of that, a typical use-case scenario for combining

CNNs with graphical models is when network retraining in the near future is highly im-

probable and the main focus is to create specialised networks that are as accurate as

possible for the segmentation of speci�c images or volumes with similar imaging charac-
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teristics (e.g. for networks specialised only on lung CTs, thorax CTs, brain MRIs, etc).

It is important to note that based on the reported experimental results, the addition of

MRFs and CRFs increases the accuracy but not by a large degree. Therefore, for tasks

where fast training and inference times are important, the additional accuracy o�ered by

MRFs and CRFs may not justify the additional computational cost associated to them.

For these reasons during the development of our approaches, deep learning methods that

also utilise a graphical model were not considered. Instead, more focus was brought to

the creation of e�cient and accurate deep CNNs.

2.2.3.3 Region-based convolutional networks (R-CNNs)

An alternative way to improve the performance of deep learning segmentation networks

was proposed by Girshicket al. [283] by combining the tasks of object detection with

one of semantic segmentation. They discovered that a successful initial application of

object detection can signi�cantly aid the segmentation results. Additionally, this allows

for great performance even when the labeled training samples are low in number. Their

method named, region-based convolutional neural networks (R-CNN), later improved by

the proposal of Fast R-CNN [284], lead to the proposal of applications that approach

the task of semantic segmentation along with object detection which is conjointly named

instance segmentation.

Particularly, Ren et al. proposed Faster R-CNN [285] which combines Fast R-CNN and

their region proposal network (RPN) to o�er potential bounding boxes for object detec-

tion, by utilising feature maps created by convolutional layers (from a VGG-16 as seen in

Figure 2.5). Their RPN network calculates the probabilities of bounding boxing candi-

dates. These candidates are 9 for each pixel, centered on each pixel with predetermined

shapes and size (anchors). For each of the 9 in each pixel regression coe�cients are also

calculated for precise localisation. These 9 anchors are divided to 3 groups of di�erent

scale anchors and within each group each anchor has a di�erent aspect ratio. In order

for the RPN to obtain the �nal bounding box proposals, the earlier candidates are sorted

based on the probability that contain an object and using non-maximum suppression
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Figure 2.5: Faster R-CNN architecture. The Region Proposal Network (RPN) calculates for
every pixel the probability whether or not 9 boxes centered in each pixel capture an object. These
9 anchors are divided in 3 groups with di�erent scales and within each group each anchor has a
di�erent aspect ratio. Regression coe�cients are also calculated for each of the anchors in pixel
position. The Fast R-CNN partition uses the bounding boxes and the class proposals by the RPN
(reduced using non-maximum suppression [286] with 0.7 IoU threshold), performs a region of
interest (ROI) pooling and with fully connected layers o�ers the �nal class and bounding boxes
predictions.

[286] (with threshold of 0.7 IoU) the �nal bounding box proposals are drawn. Then the

bounding box proposals and feature maps (from the VGG-16) are processed by Fast R-

CNN's region of interest (RoI) pooling layers in order to o�er the �nal bounding box and

class predictions.

Moving towards R-CNN approaches that o�er more re�ned segmentations results, Daiet

al. [287] proposed three networks that each utilises the output of the previous one and

predicts progressively more re�ned outputs. Namely, the �rst outputs bounding boxes,

then the second object masks and �nally the third semantic segmentations. The whole

approach is trained end-to-end and the outputs of all three networks is supervised, which

means that the overall loss function tries to minimise the errors in all three outputs.

Later Li et al. inspired by Dai et al.'s updated work [288], revisited the Faster R-CNN

architecture, making it fully convolutional. They proposed a more sophisticated network

[289] that jointly and simultaneously detects and segments input images.

In an attempt to retain the fast inference times of Faster R-CNN [285], while also o�er-

ing more re�ned segmentations (masks) Heet al. proposed their network Mask R-CNN

[290], that forwards the �nal feature maps to a new branch with convolutional layers that

predict re�ned segmentations (masks). All three outputs of the network (name of the

class, bounding box and mask) are supervised by a loss function which is a combination
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of the losses regarding the three outputs. A similar approach was proposed by Pinheiroet

al. [291] where the bounding box output is omitted and the backbone of the architecture is

based on VGG-16 [125] with some additional �nal layers that generate the class and mask

predictions. Pinheiroet al. later revisited their work proposing an encoder-decoder net-

work [292] capable of producing high-�delity masks. The advantages of encoder-decoder

architectures were also utilised by Liu [293], and by using an encoder-decoder-encoder

scheme and feature maps across multiple scales of the �nal encoder, their network PANet

o�ers very accurate bounding box, class and mask predictions.

Another interesting method, proposed by Huet al. [294], introduces a novel parameter

transfer function in the Mask R-CNN architecture. The parameter transfer function is

applied from layers that detect the bounding boxes to the ones that detect the segmen-

tation mask. Their proposal allows the network to learn how to segment a large category

of objects, while all training samples have bounding box annotation, but only a few seg-

mentation mask annotations. Further improvement towards the segmentation with only

bounding box annotations is later proposed by Hsuet al. [295]. They solved the prob-

lem by cropping the training samples and forming \bags" for Multiple Instance Learning

(MIL) [296, 297]. Speci�cally, in MIL, labels are known only for these \bags" and there

are two versions of bags. \Positive bags" are crops within the labeled bounding boxes,

thus containing at least one pixel that belongs to an object that has to be segmented.

\Negative bags" are crop outside the bounding boxes containing only background pix-

els. Furthermore, Chenet al. [298] proposed a modi�cation of the Faster R-CNN that

also produces direction predictions. These direction predictions are estimations for each

pixel's direction towards the center of the object which it is predicted to belong to. This

additional output, is utilised for the prediction of the �nal segmentation masks and al-

lows for better separation of di�erent objects/instances in the same image that belong in

the same semantic class. Moreover, Kaiet al. using hybrid cascade networks [299] also

improve the accuracy by e�ectively employing deep supervision [127]. Finally, Boylaet

al. proposed a real-time method for instance segmentation [300] based on Linet al.'s [301]

object detection approach, with exceptionally good accuracy.
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Based on the methods described above, R-CNNs by performing instance segmentation,

which is the task of object detection and then semantic segmentation are able to achieve

improved segmentation accuracy while at the same time producing a secondary output.

Additionally, through MIL [296, 297] they are also able to o�er segmentation results even

with the absence of semantic annotations. A common element of R-CNN is that they all

require bounding box annotations and that they perform really well in scenarios where

speci�c objects in the input have to be detected and then segmented. However, in many

occasions bounding box annotations are not provided (in X-ray CTs and MRIs). Fur-

thermore, in some use-cases manual bounding box annotations and semantic annotations

are roughly equally di�cult to be obtained. If the end goal is the semantic segmentation,

then the collection of only semantic annotations and the utilisation of approaches that

only focus on semantic segmentation is more sensible. Moreover, using approaches that

only perform semantic segmentation is more sensible in images or volumes that contain

large continuous regions that have to be segmented (e.g. in tomograms that image con-

tinuous dendritic structures in metallic alloys as they are solidifying [302, 303, 304, 305])

and not multiple speci�c that depict certain objects. Based on these facts, R-CNN ap-

proaches were not considered during the development of our approaches for the semantic

segmentation of undersampled tomogram reconstructions. This is primary because the

generation of accurate bounding box annotations is equally di�cult to the generation of

semantic annotations in X-ray CTs, and considering the available tools for semantic an-

notation [306] manual semantic annotation might be easier. Additionally, we are aiming

to develop, as best as possible data-generic approaches that can even be applied in cases

where continuous regions have to be segmented (like in [302, 303, 304, 305]). Nevertheless,

the general idea of jointly performing two relating tasks, in
uenced us to develop our Sta-

cked-DenseUSeg [26, 27] denoising-segmentation network, where the network generates a

denoised version of the input which aids its semantic segmentation.

2.2.3.4 Encoder-decoder architectures

As classi�cation networks [255] became prominent, the issue of comprehending their exact

function became apparent. To solve this issue, Zeileret al. proposed an encoder-decoder
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scheme with convolutions and deconvolutions or transpose convolutions [121, 256] in order

to visualise the feature maps produced from the deeper convolutional layers and provide

some understanding for the network's functionality. Nevertheless, this encoder-decoder

layout inspired Nohet al. to utilise the architecture for the task of semantic segmentation

[307] and used the convolutional layout of VGG-16 [125], with convolutions and transpose

convolutions, for the encoder and decoder respectively. A similar architecture was also

proposed from Badrinarayananet al. [308]. The novelty of their SegNet architecture is

that the decoder forwards the max pooling location-indices of the max pool layers in the

encoder to the upscaling layers of the decoder. This eliminates the need for training the

upscaling layers in the decoder, reducing parameters and making the network faster. Ad-

ditionally, they also use knowledge transfer and initialise the encoder's parameters using

a pretrained VGG-16 for classi�cation, which further boosts their network's performance.

A bayesian implementation of the network [309] was later proposed, using Monte Carlo

sampling with dropout during testing in order to acquire the posterior distribution of the

pixels' class labels.

At the same time, inspired from Ciresanet al.'s [265] and Longet al.'s [268] work, Ron-

nebergeret al. [156] proposed a new encoder-decoder architecture, named U-Net, for the

segmentation of biomedical images. The decoder's features are upsampled and concate-

nated with feature maps with the same resolution that are produced in the encoder.

The concatenated feature maps then pass through convolutional layers that reduce their

numbers before they are again upsampled and concatenated with feature maps of higher

resolution from the encoder (through skip connections). This process is repeated until the

feature maps reach the input's resolution and a 1� 1 convolution with a softmax layer

calculate the �nal predictions. In conjunction with their proposed data augmentation

technique, their U-Net architecture performed well on many types of biomedical image

segmentation problems. This made their architecture a great base for further research on

encoder-decoder architectures.

In the meantime, Heet al. [128, 129] published their Deep Residual Learning framework.

In it the researchers propose a new con�guration for convolutional neural layers aiming
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to combat the problem of \degradation" that appears in deep networks when they start

to converge. It has been shown that as a network's depth is increased, its accuracy gets

saturated before it degrades rapidly. They counterintuitively noticed that this is not

due to over�tting, since both the testing and training errors are increased, not just the

former. According to the authors it is expected that with deeper network architectures

the training errors should be similar or even lower. If a networkA with N layers has

completely learned the provided dataset (training error can not decrease further) then a

deeper networkB with M > N layers should get the same performance by settingN

layers the same as in networkA and the extra M � N layers as identity maps. However,

this is not observed.

The authors also veri�ed that it is unlikely the increased training errors are due vanishing

gradients, and according to them the issue is probably the di�culty for the networks to

learn identity mappings, and that it is potentially easier to learn zero mappings. Their

con�guration resolves this issue by adding (+) previous features with later ones. There-

fore, if a part of the network had originally to learn a \mapping" denoted asH (x), now

it has to learn the residual between this and the input,H
0
(x) = H (x) � x. If H (x) is

the identity mapping, H
0
(x) = H (x) � x is therefore the easier to learn zero mapping.

For their experiments, the researchers created multiple residual network architectures

(ResNets) with di�erent numbers of layers and tested them on the ImageNet 2015 chal-

lenge [263]. From the results, it was observed that the deep residual learning principle

is generic and that it has possible applications in a variety of deep learning applications.

Furthermore, it is tested on the COCO 2015 [264] and Pascal 2015 challenge [262] for ob-

ject detection using the Faster R-CNN [285] framework and replacing the VGG-16 [125]

with ResNet-101, achieving remarkable results especially on the COCO dataset.

Naturally, the improvements of the ResNet architecture were later adopted for addressing

the task of semantic segmentation. Chaurasia and Culurciello [310] proposed a modi�ed

U-Net, such that the forwarded feature maps in the skip connections are not concatenated

with the decoder's upscaled feature maps, but summed. Pohlenet al. proposed an encoder-

decoder architecture [311], where instead of skip connections there is a stream of feature
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Figure 2.6: U-net architecture. Each blue box corresponds to a multi-channel feature map. The
number of channels is denoted on top of the box. The height and width sizes are provided at the
lower left edge of the box. White boxes represent copied feature maps. The arrows denote the
di�erent operations, as described in the �gure.

maps that retain the same pixel resolution as the input. These feature maps are then

updated via summations by feature maps calculated from an encoder-decoder scheme

with residual modules. Their approach achieved state-of-the-art results on the Cityscapes

benchmark [312]. Moreover, Romeraet al. proposed ERFNet [313], an encoder-decoder

architecture that employs residual layers with factorised convolutions [314] that allow it

to achieve great accuracy, while also be able to run in real-time.

Another important publication that in
uenced a series of proposed segmentation ap-

proaches is Newellet al.'s Stacked Hourglass Networks [315]. The authors' term \hour-

glass" refers to the encoder-decoder architectures, as their graphical representations re-

semble hourglass shapes. In their proposed approach, they arranged multiplestacked

encoder-decoder networks, where the feature maps of the previous one are input to the

next one. Additionally, each encoder-decoder network produces predictions which are

supervised, resulting in a deeply supervised network [127]. These \intermediate" predic-

tions do not contribute directly in the formation of the �nal predictions, but they are

used as entry points for the additional supervision. By doing that, each network re-

�nes the predictions of the previous one and the number ofstackednetworks is selected
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based on the point that the addition of more encoder-decoders o�ers diminishing returns.

This architecture was later adopted for segmentation by Ghoshet al. [316, 317], where

they proposed SUNets (which are \stacked" U-Nets) that calculate residual feature maps,

meaning that at the end of each U-Net the output is summed with its input. For their

approach the researchers did not use internal residual blocks in the U-Nets.

Huang et al. later proposed densely connected convolutional networks [143] as a better

solution to the \degradation" problem in deep networks. In their architecture the residual

modules of [129] are replaced by dense modules, which concatenate and do not sum

previous feature maps with later feature maps. This means that the task of combining

or \summing" the feature maps produced by a dense module is executed within the next

dense module. This is usually performed via a bottleneck 1� 1 convolutional layer with a

ReLU [252] and a Batch Normalisation [134] for non-linearity and robustness respectively.

Because of that design, it is easier to re-use the network with already-calculated feature

maps for the generation of follow-up feature maps, and it also has a higher degree of

freedom in the way it can utilise them. These two facts allow it to achieve highly accurate

predictions and to reduce the number of parameters. However, due to the concatenation,

the memory demands for storing the continuously growing numbers of feature maps is

substantial. To deal with this, the authors proposed intermediate transitional layers, that

halted the continuous concatenation, reduced the number of feature maps synthesised so

far and condensed the information extracted up until that point.Their architecture was

tested on the ImageNet challenge [263] for image classi�cation, managing to outperform

ResNet.

Their architecture was later modi�ed for semantic segmentation by J�egouet al. [318], who

replaced the sequential convolutions of U-Net's encoder and decoder (each responsible for

processing di�erent scales of the input) with densely connected convolutions, that each

form a dense block. Their resulting approach further improved the state-of-the-art for

challenging datasets such as CamVid [319] and Gatech [320]. Fuet al. later proposed

the Stacked Deconvolutional Network (SDN) [321] borrowing elements from the Newell

et al.'s architecture. In their proposed architecture a DenseNet [143] is used to acquire
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some initial feature maps, which are then upscaled by a decoder with densely connected

convolutions. Then the resulting feature maps are processed by 2stackedencoder-decoder

nets with densely connected convolutions, providing the �nal predictions. Similar to J�egou

et al. [318] the convolutional layers in the encoders and decoders are densely connected;

however, the dense blocks are slightly shallower since the architecture has already an

enormous number of layers due to thestacking of multiple deep networks. Additional

skip connections are employed, forwarding feature maps not only within the encoder-

decoder pairs, but also between the di�erentstackedencoder-decoder nets.

Deep supervision is implemented also similar to [315], however in a slightly di�erent

way, which the authors namehierachical supervision. Namely, additional supervision is

performed for the di�erent layers of the decoders that calculate multi-scale feature maps.

Using the feature maps of the layers, pre-prediction feature maps are generated in the

same scales as the feature maps via a 1� 1 convolution. The �nal predictions of the i th

decoder for thej th scale, areP i
j = S(I (F i � 1

j + F i
j )), where F i � 1

j are the pre-prediction

feature maps of the previousi � 1 decoder for the samej th scale,F i
j are the pre-prediction

feature maps of the currenti th decoder for thej th scale,S(�) is a softmax layer andI (�) is

a bilinear interpolation layer that upscales the predictions to the ground truth resolution.

Therefore, the construction of intermediate prediction is not only used as entry points for

supervision like in [315], but also to directly enhance later predictions in deeper layers.

The encoder-decoder architecture is one of the most popular network segmentation archi-

tectures. Their main advantage of encoder-decoder segmentation networks is that they

able to extract multi-scale information via the encoder and then accurately infer the se-

mantic segmentation in the same resolution of the input via the decoder. Additionally,

the encoder by reducing the resolution of the feature maps in deeper layers, is able to

extract a high number of multi-scale features without highly increasing the network's

memory demands. These bene�ts of the encoder-decoder architectures, motivated us to

develop our Stacked-DenseUSeg [26, 27] denoising-segmentation network that is presented

in chapter 5. Namely, its advantage of collecting a high number of features, while keeping

its memory demands low is a very crucial element for the development of a 3D CNN
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segmentation network. This is because, the collection of multiple high-dimensional fea-

tures can alone increases the memory demands signi�cantly. Furthermore, motivated by

Newell et al.'s [315] approach, our Stacked-DenseUSeg performs jointly both the task of

denoising and semantic segmentation, by stacking 2 DenseUSegs, which is a 3D encoder-

decoder architecture also proposed by us. In the following Section 2.2.4, we will further

elaborate on encoder-decoder architectures that speci�cally developed for volumes and

high-dimensional data and how they motivated us for the creation of proposed methods.

2.2.3.5 Multi-scale, pyramid and dilated FCNs

As the previous encoder-decoder architectures have demonstrated, acquiring multi-scale

context is an essential element for the accurate prediction of the segmentation labels in an

image. For this reason, some sophisticated methods for acquiring multi-scale information

have been incorporated in deep learning semantic segmentation approaches. One of the

�rst, presented by Yu and Koltun [322] is the dilated convolution. As can be seen in

Figure 2.7, in dilated convolutions a number of intermediate pixels of the input are skipped

during the operation of convolution. Namely in Figure 2.7 one pixel is skipped for every

two that there are not setting the dilation rate to one. This is mathematically the same

as the the use of a larger convolution kernel, which is sparsely populated and a number

of intermediate parameters constantly �xed to zero. Since neighboring pixels used in a

dilated convolution are distanced based on the dilation rate, this rate also dictates the

scale with which the dilated convolution \sees" the input. Therefore, using a series of

dilated convolutions multi-scale context can be collected. Later Paszkeet al. inspired

by the ResNet [129] and dilated convolution, proposed their ENet architecture [323] for

real-time semantic segmentation. Wolterinket al. [324] also used a dilated convolutional

network for segmentation of cardiovascular MR images.

One other technique for the e�cient utilisation of multi-scale context, is the use offeature

pyramids, which build upon the image pyramids[325]. Namely, whileimage pyramids

used a set of �ltered copies of an image at di�erent scales, each containing useful pat-

tern information for image compression, enhancement, analysis, etc.,feature pyramidsuse
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Figure 2.7: Example of a dilated convolution, with a dilation rate of 2

features maps of di�erent scales generated by a decoder for the generation of the �nal

predictions. One of the �rst who used such a technique is Ghiasi and Fowlkes [326], who

similar to Lai et al. [141], use Laplacian Pyramids [142] to reconstruct the upscaled ver-

sion of segmentation predictions. In particular, they implemented a network architecture

similar to Long et al.'s [268], however they used the laplacian pyramid reconstruction

method for upscaling the images with ax8 rate without transpose convolutions. For

higher upscaling rates, they reconstruct/upscale the predictions based on earlier (shal-

lower) feature maps that are already higher in scale. To enhance their precision, they use

multiplicative gating with edge information collected from interpolated versions of the

smaller scale predictions.

Lin et al. [327], who �rst coined the term feature pyramids, introduced a ResNet based

encoder-decoder with skip connections which add feature maps together instead of con-

catenating them like in U-Net. Their network extracts object predictions across di�erent

scales, and it is proposed as a good replacement for the RPN or the Faster R-CNN network

[285]. It also uses two multi-layer perceptrons [20] for generating segmentation masks;

however, this was not the main focus of their publication. During experiments they found

that despite the encoder-decoder's great scale representation and its implicit scale varia-

tion robustness, it is still highly advantageous to use pyramid representations for multi-

scale problems. Later, Zhaoet al. introduced [328] their Pyramid Scene Parsing Network

(PSPNet) (see Figure 2.8). Their architecture uses various ResNet architectures [129]

and add the new pooling module at the end of the network named Pyramid Pooling. The

function of this module is to pool features maps from a ResNet across 4 di�erent scales.
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Figure 2.8: PSPNet architecture. A ResNet variant generates feature maps across di�erent
scales and the pyramid pooling module collects and processes these feature maps. Finally, it
upscales and concatenates the feature maps with the ResNet's initial feature maps to form the
�nal feature maps. They are then processed by1� 1 convolution to generate the �nal segmentation
map.

Then they are processed by 1� 1 convolutions to reduce their numbers, upsampled and

concatenated with the initial features of the ResNet. Finally, a convolutional layer is used

to generate the class predictions of each pixel. The pyramid pooling module is an impor-

tant segmentation component as it provides both global and local contextual information

in the layers that infer the �nal segmentation predictions. Moreover, in a manner similar

to [326], Lin et al. presented Re�neNet [329], which is a sophisticated decoder network

that can receive as input multi-scale feature maps and produce upscaled feature maps.

Namely, their proposed framework uses a ResNet to generate multi-scale feature maps

and then a cascade of Re�neNets to upscale them. Speci�cally, starting from the lower-

scale feature maps, the �rst Re�neNet upscales them and then the next Re�neNet in the

cascade uses the previous output and the same-scale feature maps of ResNet to produce

further upscaled feature maps. The cascade of Re�neNets work as a decoder architecture

and the �nal feature maps are used to generate the segmentation predictions.

Furthermore, in follow-up publication of [275], where the authors already use one or two

atrous/dilated convolutional layers (Figure 2.7), Chenet al. [330] managed to improve the

accuracy of their method by introducing their Atrous Spatial Pyramid Pooling (ASPP).

Namely, multiple dilated convolutions with di�erent dilation rates are executed in paral-

lel, creating features for di�erent scales, and thus acquiring multi-scale context. Later,

they proposed [331] the usage of cascaded and parallel atrous/dilated convolutions, with
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the parallel atrous/dilated convolutions being in the form of ASPPs. Additionally, they

introduce 1� 1 convolutions and batch normalisation [134] in each branch of the ASPPs

for further robustness. Finally, in 2018 they introduce a decoder branch, updating their

architecture further [332]. They also changed the backbone of their encoder to Xception

[333], that uses depthwise separable convolutions. Namely, for convolving 4 feature maps

with a typical 3 convolution and producing 5 output feature maps, in practice this need

5 di�erent 4 � 3 � 3, (Num feature maps � Height � W idth ) convolutional kernels.

The same operation with depthwise separable convolutions is split into two parts. In the

�rst 4 3 � 3 convolutions are applied to each of the 4 feature maps separately, producing

4 output feature maps. Then to generate the desired 5 output feature maps, a typical

1 � 1 convolution is applied, with 5 4� 1 � 1 (Num feature maps� Height � W idth )

convolutional kernels.

The advantages of Atrous Spatial Pyramid Pooling were later utilised by a number of

publications. Mehta et al. [334] proposed ESPNet, that is more e�cient thanks to using

factorised convolutions [314] andhierarchical feature fusion, removing artifacts related to

dilated convolutions (\gridding"). Attempting to remove these artifacts, Wanget al. [335]

proposed hybrid dilated convolutions, that group sequences of dilated convolutions with

gradually increasing dilation rate. The proposal of DenseNets [143] was also later utilised

by Yang et al., who proposed DenseASPP [336], an ASPP with densely connected dilated

convolutions.

Overall, via the introduction of pyramid pooling operations and dilated convolutions,

conventional FCNs are able to collect multi-scale information, improving their segmen-

tation accuracy. Nevertheless, the way with which encoder-decoder architectures and

pyramid pooling operations collect multi-scale information has a large number of sim-

ilarities. Based on this and due to the relative success of recently proposed encoder-

decoder architectures, we decided to utilise the encoder-decoder architecture for our pro-

posed semantic segmentation solutions. Regarding, the operation of dilated convolutions,

as presented in the earlier methods, dilated convolutions are able to collect multi-scale

information without the need to reduce the resolution of the feature maps with a pool-
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ing operations, which may lead to information loss. This lead to the proposal of some

noteworthy approaches [337], and during the development of approaches an architecture

that utilises dilated convolutions was investigated (more in Section 5.3.4). However as it

was discovered, the extraction of multi-scale information for the task of segmentation is

more bene�cial via an encoder-decoder architecture. This is because the reduction of the

resolution in feature maps of deeper layers keeps the network's overall memory demands

low, thus allowing it to extract more features using the same memory quota.

2.2.3.6 Segmentation networks with attention mechanisms

Since the proposal of attention mechanisms in neural networks [338], many publications

[339, 340] explored the idea of adding mechanisms which allow the networks to focus

on speci�c areas of the input or features, for the improvement of their accuracy. In

particular, regarding the semantic segmentation of images with deep learning, Chenet

al. [341] proposed the introduction of a soft attention mechanism, that weights multi-

scale feature maps for each pixel location. In experiments, they demonstrated that their

mechanism by replacing operations such as average and max pooling, that do not have

the attention property, is able to increase the network's accuracy. Later, in order to solve

the problem of segmenting not only of di�erent classes but also di�erent objects/instances

that belong to the same class, Renet al. [342] proposed a recurrent network (RNN) with

a visual attention mechanism that counts in a human-like manner di�erent instances for

the same class.

Moving on, Yu et al. proposed their Discriminative Feature network (DFN) [343]. Namely,

a ResNet is used for the extraction of multi-scale features, which are provided to two sub-

networks. The �rst, named Smooth Network, performs global pooling and channel at-

tention. Channel Attention is the estimation of weights to which di�erent channels of

the feature maps are multiplied, and thus creating a discrimination between the di�erent

features. The second, named Border Network, extracts semantic boundary information

in order to allow easier distinction between di�erent classes. Apart from channel atten-

tion, self-attention [344] has also been used to relax the locality of CNNs. In particular,
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with the use of matrix multiplication it is possible to create connections between all pixel

positions of the feature maps. Zhaoet al. [345] introduced such a self-attentive module

at the end of a ResNet. Their Pixel-wise Spatial Attention module (PSA), predicts two

global attention maps that connect each pixel position of the feature maps synthesised by

the ResNet. After aggregating the information from these maps, long-distance contextual

information can be e�ectively collected. Furthermore, Liet al. [346] proposed the Pyra-

mid Attention Network (PAN). Their network introduces a pyramid, collecting multi-

scale information which is used as weights for the modi�cation of residual information

responsible for upscaling feature maps in their network's decoder. Additionally, in their

proposed network's decoder, they employ Global Attention Upsample modules (GAUs),

which perform global pool and channel attention for the upscaling of low-scale feature

maps.

Later, Fu et al. in attempted to merge the advantages of channel attention and self-at-

tention by proposing their Dual Attention Network (DANet) [347] (see Figure 2.9). Their

architecture uses the ResNet from [275], with its last feature maps shared between two

parallel modules. The �rst is a position attention module, which in a selective manner

aggregates features at each pixel position using a weighted sum from the provided fea-

ture maps at all pixel positions. After this operation similar features would be related

to each other, independent from the distance between them. Moreover, the second mod-

ule is a channel attention module, which selectively brings attention to interdependent

channel maps. This is performed by integrating associated features among all channel

maps. In attempt to make attention models not only accurate but also e�cient, Huanget

al. proposed their Criss-Cross Net (CCNet) [348]. Their architecture places consecutive

Criss-Cross Attention modules (CCAs) in a sequence after a ResNet based on the one in

[275]. The feature maps after the CCAs and the ResNet are then concatenated and used

to produce the �nal segmentation predictions. The novelty of the CCAs, is that they

�nd interdependencies between a pixel and all others that are either directly higher or

lower than it or directly left or right of it (a cross pattern). Additionally, by repetitive

placement of multiple CCAs in a sequence, non-local interdependencies can be found in
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areas outside the cross pattern. By performing this, there in no need to perform tradi-

tional self-attention techniques, that are not memory e�cient. Recently, Dosovitskiyet

al. [349] proposed the use of a Vision Transformers (ViT) for image classi�cation. In their

approach a single image is split to multiple 16� 16 pixel patches that are arranged in a

sequence and its is considered as a \word". Then each patch is linearly embed similar

to word embedding in Natural Language Processing (NLP) applications and o�ered as

input to a transformer encoder [350] which is used in NLP applications. The advantage

of using an transformer encoder for image classi�cation is that it can reinforce the spatial

interdependencies within the input via its self-attention mechanisms. Naturally, fairly

soon after the proposal of [349] for image classi�cation, an image segmentation approach

that partially uses ViT was proposed. Namely, Chenet al. [351] proposed the TransUNet

encoder-decoder architecture which utilises ViT as the encoder and U-Net's decoder.

In total, the introduction of attention mechanisms have allowed CNN segmentation net-

works to better focus on more important areas of the input or features, leading to improve-

ments in their segmentation accuracy. Generally, attention is applied either as channel

attention which allows networks to focus on speci�c features or self-attention that re-

laxes the CNN's locality and allow them to capture long-distance contextual information.

Nevertheless, apart from their presented bene�ts, attention mechanisms have some limita-

tions. Regarding the self-attention mechanism, it is commonly applied by utilising matrix

multiplication between a number of features. This typically results in the generation of

HR (in regards to the number of imaging elements) feature maps which highly increases

the networks memory demands. Furthermore, when this is applied on high-dimensional

data (3D and above), memory demands can increase to an unmanageable level. Due to

this limitation we determined that the application of self-attention mechanism, despite

its potential accuracy bene�ts, is not ideal for the development of semantic segmentation

approaches for undersampled tomogram reconstructions. On the other hand, application

of channel attention mechanisms may be more easy to implement for the development

of 3D applications. Nevertheless, their application becomes more complex when dropout

layers [352] are also applied. This is because dropout layers by randomly \eliminating"
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Figure 2.9: DANet architecture. A ResNet based on [275], generates feature maps which
are processed by two attention modules. The �rst attention module via self-attention reinforces
spatial interdependencies, while the second using channel attention reinforces channel interde-
pendencies. Finally, the new feature maps are processed by1 � 1 convolutions and they are
summed. A �nal 1 � 1 convolution generates the segmentation predictions.

a number of channels, indirectly create an incompatibility between them the application

of channel attention layers. The addition of dropout layers, however in applications that

utilise very deep CNNs and at the same time use relatively limited amount of annotated

data (e.g. for our application where a single highly-sampled tomogram is used in order to

train our approach) can become more crucial for reducing the problem of over�tting than

the addition of channel attention mechanisms. Based on this fact, during the development

of our approach the addition of dropout layers was prioritised over the addition of channel

attention mechanisms.

2.2.3.7 Generative adversarial networks (GANs) for segmentation

Apart from the previously mentioned mechanisms, like encoder-decoder schemes, atten-

tion modules and dilated convolutions, generative adversarial networks (GANs) [135] have

also been used to for the task of semantic segmentations. The general architecture of a

GAN is that they are comprised of two subnetworks, named the generator and the dis-

criminator. The goal of the generator is to generate either an output like the segmentation

map of the input, or generate additional training instances, which may be bene�cial, as

they will allow the network to train further and potentially become more accurate. On

the other hand, the discriminator is a subnetwork that typically receives its input from



Chapter 2. Semantic segmentation 77

two sources, the real-world annotations and the annotations made by the generator. The

discriminator may also be the subnetwork that performs the segmentation in some ap-

proaches; however, it receives its name by attempting to discern if its input originates

from the generator or not. During training, the generator is optimised to \trick" the dis-

criminator into believing that the input it provides comes from real-world annotations. At

the same time during training the discriminator is optimised to better detect if the input

it receives is from the generator. This adversarial training strategy eventually bene�ts

both subnetworks and it is why GANs have the termadversarial as part of their name.

One of the �rst attempts to utilise GANs for semantic segmentation was proposed by Luc

et al. [353]. Their generator network is a modi�ed version of VGG-16 [125] presented in

[322]. A few fully-connected layers are used as the discriminator network. The discrimina-

tor receives as input the original images, and also either the generator's predictions or the

ground truths. Then it determines if what it received is a ground truths segmentation or

the generator's predictions. Because of the discriminator, the generator is then trained to

o�er more \realistic" segmentations and it is able to remove higher-order inconsistencies

between the predictions and the ground truths. Later, Soulyet al. [354] proposed a semi-

supervised segmentation GAN, with the discriminator used as the segmentation network

and the generator to produce extra training examples. One additional class (fake class)

is added to the ones that have to be segmented and the discriminator also receives unla-

beled real-world images as input. The idea behind this implementation is to provide extra

examples that may prevent over�tting, which would otherwise not occur with a small set

of training data.

Hung et al. [355] also proposed a semi-supervised learning GAN approach, but in their

implementation the generator is the segmentation network. Namely, their discriminator

is supervised towards better detection of ground truth segmentations and predicted seg-

mentations, and their generator is supervised by three loss functions. The �rst is a typical

cross entropy loss, which improves the ability to segment between the di�erent classes.

The second is the adversarial loss, which helps to generate more convincing segmentation

predictions with correct higher-order structure, and the third is a \semi-supervision" loss.
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In particular for the \semi-supervision" loss, unlabeled data are inferred by the generator,

and the discriminator produces a con�dence map using the generator's predictions. By

comparing the predictions and the con�dence map it is possible to further train and re�ne

the generator's parameters for more accurate segmentation.

Finally, Xue et al. [356] proposed a GAN-inspired approach for the segmentation of med-

ical images. Their approach is end-to-end, using a singleL1 multi-scale loss (absolute

errors), and it is comprised of two sub-networks, a segmentor and a critic. The segmen-

tor's predictions are provided to the critic network, which uses them as masks to darken

any other part of the input images. The same is also done with the ground truths as

masks and the new feature maps are processed by a series of convolutions. After the

convolutions, the resulting feature maps are then compared in order to calculate theL1

loss and train both the critic and the segmentor sub-network.

Overall, generative adversarial approaches can be utilised for segmentation either by in-

creasing the number of training samples and applying a form of weak supervision or

by teaching the generator/segmentation network to create segmentation predictions that

look similar to manual annotations. These applications can be very bene�cial in use-cases

where limited annotations are available or when segmentation networks can be bene�ted

by learning some shape priors. Nevertheless, there is a number of limitations associated

with GAN architectures. Namely, they have increased memory demands as they employ

two networks simultaneously. Additionally, for the case where the generator/segmentation

network is taught to generate predictions that look similar to manual annotations, these

manual annotations might have bias. Naturally, this bias might be introduced to the

network even in non-GAN architectures, however the GAN architectures might exacer-

bate its presence in the output predictions. This is because the generator/segmentation

network is motivated to generate outputs that look as similar as possible to manual an-

notations in order to foul a discrimination network. Regarding the application of a GAN

architecture for the generation of additional training samples, extra care has to placed

into the formulation of the weak supervision that allows their utilisation. This is be-

cause generally the scarcity of training data is accompanied with scarcity of testing data,
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which can be used in order to verify if the additional GAN-generated training samples

improve the segmentation accuracy. In any case however, for use-cases where the addi-

tional training data can be created synthetically in a more controlled manner via other

software, these data should be prioritised over GAN-generated training data. Based on

the above reasons, we determined that the adoption of a GAN architecture is probably

not bene�cial for the segmentation of undersampled tomograms in X-ray CT time-series.

This is because the aforementioned CT time-series depict scienti�c data and it is desired

that their segmentations would contain as less as possible any bias present in the manual

annotations. Namely, our proposed approach [26, 27] is a denoising-segmentation network

formed by two stacked encoder-decoder subnetworks, the �rst is dedicated to denoising

and the second to segmentation. This is inspired by [315], where multiple encoder-de-

coder subnetworks are stacked and all are dedicated to segmentation, meaning that they

are all individually supervised for segmentation. One of the main reasons, however we

decided not to stack multiple subnetworks for segmentation, is exactly in order to min-

imise the introduction of bias potentially present in the manual annotations. Since the

ground truth used for the supervision of the denoising subnetwork is not made manually,

but it is a high SNR reconstruction, it does not have the potential to reinforce into the

trained network any bias present in the manual segmentation annotations. Furthermore,

due to the existence of specialised software for the generation of synthetic tomograms,

the utilisation of a GAN architecture for the generation of additional training data was

not preferred.

2.2.3.8 Recurrent neural networks (RNNs) for segmentation

While they are usually implemented for time-related problems, Recurrent Neural Net-

works (RNNs) have also been used to semantically segment images. In general the modules

that comprise each RNN, instead of only generating the feature maps that each provides

to subsequent modules for the generation of an output prediction, also generate internal

module states in the form of feature maps. These internal module states jointly compose

the internal state for the overall RNN network. When the RNN receives the next input it

also receives the previously generated internal state. Then, the RNN uses both the input
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and the internal state, to produce an output prediction and the new internal state of the

RNN. This RNN internal state forms a type of memory that makes RNNs exceptionally

useful for time-related problems, where datasets are time sequences.

In particular, due to their ability to model short/long term connection between pixels,

they are worthy of investigation for segmentation applications. Namely, Visinet al. pro-

posed their network ReSeg [357], which is a RNN network for semantic segmentation,

based on the ReNet architecture [358]. ReSeg is stacked upon the predictions of a pre-

trained VGG-16 [125] and it is composed of 3 ReSeg layer each with 4 Gate Recurrent

Units [359] sweeping the image both horizontally and vertically in both directions. ReSeg

layers are followed by upscaling layers that generate the �nal predictions with the same

resolution as the input. Byeonet al. [360] also proposed a classi�cation and segmentation

network operated by 2D Long-Short Term Memory blocks (2D LSTMs) [361, 362]. Later

Liang et al. [363] proposed Graph Long-Short Term Memory blocks (Graph LSTMs) for

the task of segmentation. Speci�cally, Graph LSTMs use as nodes not neighboring pixels

but neighboring superpixels, forming an undirected graph where the spatial relationships

between the di�erent superpixels are the edges of the graph. Here, superpixels are group-

ings of multiple neighbouring pixels created by unsupervised segmentation approaches

(see Section 2.2). In their implementation the superpixels are calculated by [211] and

the Graph LSTM layers process feature maps generated by Longet al.'s FCN [268]. The

feature maps are also used to determine the node updating sequence for each image as

input. The �nal feature maps after the Graph LSTMs are processed by a 1� 1 convolution

to produce the segmentation predictions.

Lastly, a new recurrent architecture has been proposed by Alomet al. [364] named Recur-

rent Residual U-Net. In it the researchers use recurrent convolutional layers proposed by

Liang and Hu [365] to replace the convolutional layers present in U-Net, and also intro-

duce residual learning in the U-Net's layers. They tested their approach for retina blood

vessel segmentation, skin cancer lesion segmentation and lung segmentation and achieved

better performance than U-Net or a residual version of U-Net with the same number of

parameters. This is potentially achieved because the recurrent units accumulate features
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relevant to segmentation through time.

In general, the RNN's ability to use memory feature maps encapsulated in their internal

state, can allow them to be utilised for accurate segmentation. Nevertheless, by storing

these additional feature maps, the memory demands of the resulting networks can easily

increase by a large amount with additional layers. Because of this limitation and due to

their relative small adoption for the task of semantic segmentation, motivated us to not

considered the introduction of recurrent layers in our proposed approaches. Nevertheless,

in the future as explained in Section 8.3.4, with the potential existence of su�cient 4D

segmentation annotations, a CNN-RNN network could be proposed for the segmenta-

tion of time-resolved X-ray CTs. In the next Section we will explore the state-of-theart

deep learning architecture for the semantic segmentation of 3D volumes or other high-

dimensional data.

2.2.4 Semantic segmentation of 3D volumes or high-dimensional
data with deep learning

Apart from 2D images, signi�cant attempts have also been made to semantically segment

3D volumes or other high-dimensional data. These data are commonly used in medicine,

biology and material science through the use of Computed Tomography [366, 367] and

Magnetic Resonance [2, 3], for example. Multiple applications of the techniques presented

in Sections 2.2.1 and 2.2.2 have been proposed for the use-case of 3D volumes or high-

dimensional data. Naturally, these correspond to modi�ed versions of the previous ap-

proaches that can handle 3D volumes or high-dimensional data and utilise their properties.

Some of these methods use:

1. Contour-based segmentation methods (More in Section 2.2.1.2) [368, 369, 370, 371,

372, 373, 374]

2. Segmentation methods based on thresholding (More in Section 2.2.2.1) [375, 376]

3. Segmentation methods based on growing, splitting or merging regions (More in

Section 2.2.2.2) [377, 378, 379, 380, 381]

4. Learning-based segmentation methods (More in Section 2.2.2.4) [382, 383, 384, 385,
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386, 387, 388, 389]

These methods, their advantages and disadvantages are covered in Sections 2.2.1 and 2.2.2

and their respective subsections. For this reason this Section will not further elaborate

on them and instead focus on 3D volume or high-dimensional data deep learning seg-

mentation approaches. The challenge with deep learning approaches is that they can be

very computationally depending and when utilised for the semantic segmentation of 3D

or high-dimensional data, additional attention is required in order to develop su�ciently

accurate approaches with manageable computational and memory demands.

While applied on 2D images (slices of volumes), Ciresanet al.'s approach [265] and Ron-

nebergeret al.'s U-Net [156] are some of the �rst proposed deep learning approaches

in the �eld of medicine and biology, and inspired a large number of follow-up methods.

Particularly, C� i�cek et al. [8] proposed a 3D version of U-Net, where they used U-Net's

[156] structure and replaced the 2D convolutional layers with 3D convolutional layers.

Furthermore, in order to deal with the increased number of parameters, the depth of the

network is reduced by one layer in both the encoder and the decoder (see Figure 2.6 and

2.10). Additionally, batch normalisation [134] is introduced before the ReLU layers [252].

The most important addition in their architecture is the weighted softmax loss function

[266, 267], allowing their network to train even with sparse annotations. By setting the

weights of the unlabeled voxels to zero, the network can learn using only the labelled

voxels and then be able to segment to the rest of volume. During experiments they per-

formed both semi-automated and fully-automated segmentation. In the semi-automated

segmentation experiments, a number of slices out of a volume are annotated by a user,

and then the network can use these to train and �nally annotate the rest of the volume.

On the other hand in the fully-automated experiments, a completely annotated volume is

used for training, allowing the network to then annotate other similar volumes. In both

sets of experiments, the network produced good segmentation results.

Later, in approach similar to Luc et al. [353], Dong et al. [390] proposed generative

adversarial networks for multi-organ segmentation, named U-Net-GANs. Speci�cally,

a U-Net-GAN is composed of a U-Net as the generator and a fully convolutional net
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Figure 2.10: 3D U-net architecture. Each blue box corresponds to a multi-channel feature map.
The number of channels is denoted on top of each box. The width, height and depth sizes are
provided at the left of each box. White boxes represent copied feature maps. The arrows denote
the di�erent operations.

as the discriminator. Namely the discriminator imposes a high-order structure to the

predictions, similar to the one present in the ground truths. Their overall proposed

approach uses 3 di�erent U-Net-GANs for the accurate segmentation of multiple organs,

connected in sophisticated manner based on nature of thorax CTs. All of the proposed

U-Net-GANs predict using volumentric inputs; however, their �rst U-Net-GAN was 2.5D

meaning that the channel dimension of a typical 2D U-Net is repurposed, and one of the

spatial dimensions of the inputs is provided via the channel dimensions. This is possible

since the input volumes are greyscale and there is a single input modality. This means

that the channel dimension would otherwise be of size 1, and so it is possible one of the

three spatial dimensions (width, height or depth) to be provided as the channel dimension

and traditional 2D networks to be used for volume segmentation, hence 2.5D networks.

In an attempt to leverage the power of deep residual learning [129] for the 3D segmentation

problem, Milletari et al. [391] proposed V-Net, their version for a 3D U-Net. In their

architecture the 2D convolutional layers of U-Net are replaced with residual functions

which perform 3D convolutions. Furthermore, instead of reducing the number of layers

like C� i�cek et al. the researchers decided to lower the number of feature maps in each layer

by half compared to U-Net [156] and increase the kernel size from 3� 3 � 3 to 5 � 5 �
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5. Additionally, the max pooling layers are also replaced with convolutions, a technique

which has recently shown similar results [392] with less complexity.

Apart from the changes in architecture, they also proposed a novel loss function based on

the Dice coe�cient [393]. Utilising residual learning, Chenet al. proposed VoxResNet [9], a

ResNet-like [129] network with 3D convolutions. For their architecture, they implemented

deep supervision [127] using predictions from feature maps at di�erent scales and the �nal

output is a fusion (summation) of these predictions and it is also supervised. Furthermore,

using di�erent modalities of MR images and the network's segmentation predictions, they

further re�ne them using an auto-context algorithm [394].

Christ et al. [395] later proposed the use ofstackedor cascadedfully convolutional net-

works, which they implemented using 2stackedU-Nets, to segment volume slices which

are then concatenated. Moreover, their approach uses 3D Conditional Random Fields

(CRFs) [250] for further re�nement of their predictions. Moreover, Wonget al. [396]

proposed a residual 3D U-Net architecture with deep supervision [127] for feature maps

of di�erent scales in the decoder. Their network trained with their proposed exponential

logarithmic loss is able to accurately segment 3D volumes even with highly unbalanced

classes. Finally, Myronenko [397], trying to address the problem of limited annotations,

proposed the addition of a second parallel decoder that receives the feature maps from

the encoder and tries to reconstruct the input. In practice, this a variational auto-encoder

[398] branch, which regularises the layers of the shared encoder and imposes additional

constraints on them. Moreover, they replaced the use of Batch normalisation with Group

Normalisation [399], which it proven to introduce less error when the batch size is small.

Chenet al. [400] in an e�ort to accurately segment anisotropic volume datasets, proposed

the combination of convolutional and a recurrent neural networks in the same framework.

Namely, this is because in anisotropic datasets a voxel's scale/resolution (expressed in

units of length like cm) along 2 out of 3 axis might be the same (in thexy plane),

while along the 3rd (z axis) might be di�erent. Traditional 3D convolutional networks

are not inherently designed for such datasets, since they assume that each voxel depicts

a physical area that has the shape of a cube in real-world, meaning that each voxel's
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physical dimensions (width, height, depth expressed with SI units) are equal. This is

because traditional CNNs that use 3D convolutional layers attempt to be translationally

invariant, along all three dimensions of the input. Chenet al.'s approach, splits the

task of 3D segmentation into two parts. In the �rst, segmentation-worthy features are

extracted from di�erent 2D slices (xy slices) of the input volume along thez-axis. Then in

the second part, these features are used to produce 3D segmentation-related features that

eventually generate the 3D predictions. Similar to Christet al. [395], for the convolutional

part they stack multiple 2D U-Nets, which they name kU-Nets, also experimenting with

way feature maps are forwarded from one to the next. For the second part, a new recurrent

architecture is introduced called Bi-Directional Convolutional LSTM (BDC-LSTM), based

on the Convolutional LSTM by Shi et al. [401]. Their overall recurrent network is a

combination of multiple BDC-LSTMs and in conjunction with the kU-Net it forms their

�nal architecture.

Later, Bui et al. and Yu et al. in
uenced by Huang et al.'s DenseNet [143], proposed

3D DenseSeg [10] and DenseVoxNet [402] respectively. Similar to the DenseNet, their

architectures are comprised of some initial convolutions and then sequences of densely

connected modules separated by transitional modules. The task of the transitional mod-

ules is to reduce the number of feature maps with a 1� 1� 1 convolution and reduce their

scale with the a pooling operations. In DenseVoxNet [402], there are 2 blocks of densely

connected modules, separated by a transitional module. Each block contains 5 densely

connected modules, and each module is a 3� 3 � 3 convolution, with ReLU and Batch

normalisation. From the 2 blocks, two predictions are generated with the one one only

used for additional supervision.

In 3D DenseSeg [10], there 4 dense blocks separated by 3 transition blocks. Each dense

block has 4 densely connected modules, and each module has a 3� 3� 3 convolution, with

ReLU and Batch normalisation, and also an initial 1� 1� 1 \bottleneck" convolution, like

in the original DenseNet. Feature maps collected at di�erent scales are upscaled, concate-

nated and processed by a �nal 1� 1 � 1 convolution that generates the 3D segmentation

predictions. Likewise, Gibsonet al. also proposed DenseVNet [403] with 3 consecutive
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dense blocks that creates feature maps at 3 di�erent scales. These are then upscaled,

summed with each other and also summed with an upscaled spatial prior to adjusts the

logit maps, since medical datasets are anatomically standard.

Li et al. [404] also used densely connected layers. Their approach is comprised of 2D

and 3D U-Net subnetworks with DenseNet as the encoder, which they name DenseUNets.

Namely, a 3D input is split into multiple 2D inputs and each 2D input is comprised by

3 slices/channels. For example, an 224� 224� 12 input is split into 12, 224� 224� 3

2D inputs. Similar to the 2.5D U-Net-GANs mentioned earlier, these \2D" DenseUNets

are in fact 2.5D, meaning that the channel dimension is repurposed for one of the spatial

dimensions of the inputs. Again this is possible because the inputs are greyscale volumes

with a single modality. The predictions of these \2D" DenseUNets have the same size

as their inputs with three output channels, and after the prediction concatenation they

form a 3D segmentation prediction. This prediction along with the original 3D input

are handled by a 3D DenseUNet, which generates a second 3D prediction. The �rst

and the second 3D predictions are summed and processed by an auto-context algorithm

[394] to produce the �nal output. The reason they proposed the use of both 2D and 3D

DenseUNet, is in order to mitigate the high computational cost of a 3D U-Net with a

deep DenseNet as its encoder. Thusly, a 2D U-Net with a deep DenseNet encoder is used

to extract intra-slice features and a 3D U-Net with a shallower DenseNet encoder extracts

the inter-slice features.

Similarly, Pelt and Sethian [337] also proposed a 2.5D network for the segmentation of 3D

volumes. In particular, their network segments multiple slices of the input volume, and

by concatenating the outputs, the �nal 3D predictions are formed. Again information

regarding the 3rd dimension is o�ered via the channel dimension, however their approach

segments only the middle slice. During inference a sliding window with stride of 1 along the

3rd dimension is used in order to generate multiple overlapping 2D inputs. Their networks

are e�ectively a single large sequence of densely connected modules, and each module is

comprised of multiple parallel dilated convolutional layers each with di�erent dilation

rates. An example with 3 densely connected modules (depth=3) each with two parallel



Chapter 2. Semantic segmentation 87

(a)

(b)

(c)

(d)

Figure 2.11: A graphical representation of the 3D DenseSeg, Dense Module, Dense Block and
Transitional layer. ( a) The 3D DenseSeg architecture, (b) The building block of Dense Blocks,
the Dense Module, (c) A Dense Block comprised of 4 Dense Modules, (d) A Transitional layer
used after the a Dense Block.
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dilated convolutional layers (width=2) is presented in Figure 2.12. Their architecture is

discussed in more detail in Section 5.3.2. We also propose a DenseNet-based architecture

named 3D DenseUSeg that we discuss it further on chapter 5. Our architecture expands

upon the 3D DenseSeg [10] architecture, by adding a decoder that manages to concatenate

the feature maps in skip connections and not sum like in [404]. This is observed to improve

the performance, however in order deal with the large numbers of feature maps both the

transpose convolutions and plain convolutions of the decoder reduce the number of feature

maps. Additionally, the growth rate of each dense block in our architecture is increased

to g = 64 compared to 3D DenseSeg' original growth rate ofg = 16 in order to further

improve the model's accuracy.

Finally on chapter 5, we also propose our Stacked-DenseUSeg architecture that performs

both the tasks of denoising (special case of SR) and semantic segmentation on undersam-

pled (low-dose or sparse-angle) tomograms. Our architecture is designed by \stacking"

sequentially two of our DenseUSegs, with the �rst performing the task of denoising the

undersampled tomograms and the second utilising feature maps from the �rst in order

to o�er accurate semantic segmentation predictions. The two DenseUSeg subnetworks

are joined similar to how the hourglass networks are joined in Newellet al.'s work [315].

We designed this architecture after observing performance of our DenseUSeg in both the

task of denoising and segmentation on undersampled tomograms (see Section 5.5). Our

Stacked-DenseUSeg is trained in an end-to-end fashion, which means that our network

can o�er both a denoising and a segmentation output within a single forward pass.

In the next Section we will provide more information regarding the acquisition of CT

scans and how they are reconstructed in order to obtain their 3D representation.
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Figure 2.12: A mixed-scale dense network (MSD) layout where the network's depth=3 and its
width=2.

2.3 CT acquisition and reconstruction

2.3.1 Micro X-ray computed tomography

From the �rst mathematical description of the Radon transformation [405], [406] and the

�rst commercial use of a Computed Tomography (CT) scanner in 1967 [1], Computed To-

mography has become a prevalent tool and aid for multiple generations of scientists and

commercial users in a plethora of scienti�c areas. These range from medicine, pharma-

cology and biology, to geology, material Science, mechanical and aerospace engineering,

and multiple scienti�c discoveries over the last decades have been achieved by carefully

and appropriately applying CT to reveal the inner structure and workings of an endless

number of samples. Simultaneously, through the commercialisation of CT and its intro-

duction to vital parts of the economy such as Medicine and Manufacturing, what it is

described as quality of living advanced to new heights, either by saving countless human

lives with accurate medical diagnosis or by ensuring the safety and upholding to certain

standards of a myriad of di�erent tools and equipment.

Through recent decades, as the technology around Computed Tomography was improving,
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multiple approaches for the capture of projections were attempted using di�erent types

of imaging sources (electrons, positrons, X-rays, visible light). However, for the capture

of the intricate structure of the samples in the micro meter scale, while also achieving

high spatial pixel resolution, the most prevalent imaging source is X-ray light. This is

due to the low attenuation of the X-ray light, as it passes through the sample. Naturally,

the attenuation of the X-ray light also depends on the light's 
ux emitted by the source.

High 
ux X-ray light attenuate less, and can penetrate deeper into the sample resulting in

more accurate imaging results. However, this can potentially cause damage to the sample,

extending the time needed to collect the data due to multiple reattempts.

Generally, there are two main X-ray con�guration geometries, for the collection of projec-

tions presented in Figure 2.13. Cone beam con�guration geometries are typically used for

larger samples, where the source can be referred as a point relative to the sample and it is

a common con�guration for laboratory CT machines. As is shown in Figure 2.13(a), the

rays of X-ray light, spread in a conical shape, penetrating the sample and reaching the

detector, where a large projection relative to the sample is captured. On the other hand

as is shown in Figure 2.13(b), in parallel beam con�guration geometries that are common

to synchrotron CT facilities, the rays of X-ray light are produced parallel to each other

from the source, penetrate the sample and produce in the detector a one-to-one in scale

projection relative to the sample. Due to this fact, later reconstruction of the collected

projections can be achieved in a relatively easy fashion compared to the cone beam con-

�guration geometry, since there is no need for extra care regarding the appropriate scale

readjustment.

Additionally, since in the cone beam con�guration the rays of X-ray light spread and

separate slowly between each other as they travel towards the detector, the light density

on the part of the sample closer to the source is higher compared to the part of the sample

closer to the detector, which is translated as a partial loss of spatial information. There-

fore, when the parallel con�guration is possible, it is preferred since it o�ers more accurate

projections, and that leads to more accurate reconstruction of the tomograms in a volume

format. As it can be seen in Figure 2.13, the set of projections that comprise a tomogram
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(a) Cone Bean Con�guration (b) Parallel Bean Con�guration

Figure 2.13: Most common beam con�gurations for X-ray computed tomography. (a), cone
beam con�guration where the X-ray source is produced from a point relative to the sample and
the X-rays spread in a conical shape, go through the sample and to the detector, producing the
projection. ( b) parallel beam con�guration where the X-ray source is produced from a plane
relative to the sample and the X-rays are parallel to each other, go through the sample and
to the detector, producing the projection. The multiple projections needed for the tomography
are produced by rotating the sample which is placed on a rotatable sample holder. As can be
seen the projections in a cone beam con�guration are larger in scale than the sample. In both
con�gurations the sample is the one rotating, but the rotation of the source is more common in
the cone beam con�gurations, mainly in medical uses where the patient (sample) stands still and
X-ray source and the detector move in circular path around them.

are captured by rotating the sample using a rotatable sample holder. Naturally, this is not

the only way X-ray CT collection is performed using these con�gurations. For instance,

in medical uses that are performed with a cone beam con�guration, it is more common

for the patient (sample) to be stationary when both the source and the detector rotate

around them in a circular fashion. This is due to the technical ease of keeping the patient

stationary, rather than attempting to accurately rotate them to capture the multiple pro-

jections. In conclusion, regardless of the geometry, X-ray computed tomography can be

summarised as follows:

1. The sample that would undergo the X-ray tomography is appropriately processed

(e.g. sliced in a precise way, frozen to a speci�c temperature, etc.), then placed and

secured on the rotatable sample holder.

2. X-ray light passes through the sample and it is collected by the detector. The

detector then calculates the absorption coe�cient and synthesises a 2D projection

for the current position of the sample.
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3. Multiple 2D projections of the sample are captured, while the sample holder slowly

rotates. Depending on the speed at which the detector registers a projection, the

speed of the sample holder is appropriately set to ensure the collection of a speci�c

number of projections. The slower the sample holder rotates the sample, the higher

the number of overall collected projections would be .

4. In parallel beam con�guration, the sample completes a rotation of 180° degrees

around its height-axis; that allows the reconstruction of the 3D volume of the entire

sample. On the other hand, in cone beam con�guration the rotation has to be over

360 degrees. In both con�gurations, in cases where the sample's size or geometry

prohibits its rotation or use with existing capturing apparatus, a smaller degree

sweep can be used. However, this would most likely introduce artifacts into the

�nal reconstruction.

5. Using the collected 2D projections, a reconstruction algorithm is applied, performing

an inverse radon transformation, which synthesises a 3D volume that depicts the

inner structure of the sample.

For a detector of sizeH � W, whereH is the height in pixel count andW is the width

respectively, the �nal 3D volume would be of sizeH � W � W with H and W being the

pixel count of the height and width respectively, andW the pixel count of the depth of

the volume.

Provided that the tomogram has been collected using the appropriate settings, conditions

and operational guidelines, the �nal Signal-to-Noise Ratio (SNR) and imaged quality of

its 3D reconstruction, is determined by the number of projections and reconstruction al-

gorithm selected. Additionally, depending on the apparatus that is used to collect the

tomogram, certain imaging artifacts may appear in the 3D reconstruction, such as ray

artifacts, rotating artifacts, Poisson noise, zingers, etc. which are simulated upon recon-

structions of the Shepp Logan phantom [407] in Figure 2.14. It is also important to note

that during this process, the rotation axis of the sample holder might not necessarily

align with the central pixel column of the projections. In more versatile setups, where

researchers may change the detector between experiments and the imaged samples are in
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micro and nano scales, the precise alignment of the source, the rotation axis of the sample

holder and the detector, can not be guaranteed. To solve this issue, speci�c algorithms

[408] are being used to calculate, with sub-pixel accuracy, the pixel column in the projec-

tions which the rotation axis passes through. This information is then appropriately used

by the corresponding reconstruction algorithms, to ensure the accurate reconstruction of

the tomograms.

Once a tomogram's projections are captured and the location of the rotation axis is known,

reconstruction algorithms can be used in order to obtain the 3D representation of the

tomogram, which is referenced throughout this thesis as the tomogram's reconstruction.

The most common way to obtain a tomogram's reconstruction is via the use of Filtered

Back Projection (FBP) [409] that employs an inverse Radon transformation [405, 406].

Nevertheless algebraic iterative reconstruction algorithms have been proposed for the

calculation of a tomogram's reconstruction. Using the same detector example as before,

the size of the �nal reconstruction for a detector with sizeH � W will be H � W �

W. This reconstruction can be viewed as collection ofH di�erent W � W slices, which a

reconstruction algorithm can reconstruct independently. Naturally for each of these slices,

their projection is a row of 1� W pixels. Let's denote a slice in the reconstruction asx

and one of its projections asb1. Each of theseW pixels in the b1, is created by projecting

(weightily summing) some of theW � W pixels ofx. This means thatb1 can be calculated

as a matrix multiplication of x , which is the vectorised version ofx, with a matrix A1

that dictates how much each of theW � W pixels of x in
uence each of the pixels ofb1.

This can be written asA1x = b1. Naturally, more than one projections is captured and

if b is the vectorised concatenation of all projectionb1; b2; :::, then the projection problem

of the slicex can be written as:

Ax = b (2.6)

whereA is a matrix with size P � W � W 2 with P being the number of projections. Based

on this, the reconstruction problem of slicex is the inverse of problem of equation 2.6,

which is:

x = A � 1b (2.7)
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By solving equation 2.7, for every slice in a tomogram, the tomogram reconstruction can

be obtained algebraically. Nevertheless, obtainingA � 1 is not always possible, especially

in ill-posed problems where only a small number of projections is collected. For these rea-

sons, the proposed algebraic reconstruction approaches solve equation 2.7 with the use of

iterative algorithms. Many iterative reconstruction approaches have been proposed so far

like the Algebraic Reconstruction Technique (ART) [410], Simultaneous Algebraic Recon-

struction Technique (SART) [411], the Simultaneous Iterative Reconstruction Technique

(SIRT) [412] and the Conjugate Gradient Least Squares (CGLS) method [413]. Namely,

the last one is also applied for the reconstruction of the undersampled tomograms used

in chapters 5 and 6. The method utilises the conjugate gradient least squares method

[414] in order to solve equation 2.7 for all slices in a tomogram. Below, the pseudocode

1 describes the iterative CGLS algorithm for the calculation of the reconstruction of one

slice.

Algorithm 1: Conjugate Gradient Least Squares iterative solution of equation
2.7

Input: A , b
Result: x i after i iterations
// Calculate the initial residual r 0 and conjugate vector p0

1 x 0 = 0
2 r 0 = b
3 p0 = A T r 0

4 for k  0 to i do
// Iterative approach for the estimation of x i

5  k = kA T r k k2

kAp k k2

6 x k+1 = x k +  kpk

7 r k+1 = r k �  kAp k

8 � k = kA T r k +1 k2

kA T r k k2

9 pk+1 = A T r k+1 + � kpk

10 end
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